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1 Introducing Acronis Backup

1.1 What's new in Update 1

Improvements added in build 50256

A Support for new operating systems:

A Linux kernel versions 4414

Red Hat Enterprise Linux 7.3 and 7.4

Oracle Linux 7.3 and 7.4

CentOS 7-2.4

Debian 8.6

Fedora 2227

A Support for SMB2 and SMB3 in Agent for Linux and {bas&d bootable media.

> > > > >

Improvements added in build 50212

Supported operating systems
A Support for Debian 8:8.5, CentOS 7.1, Ubuntu 16.04, and Fedora 24
A Support for Linux kernel version 4.5

Other

A Updated Linux kernel for Acronis Bootable Media environment to support more modern
hardware.

A Backups to FTP are no longer automatically syt 2:GB files.

1.2 What's new in Acronis Backup 11.7

Licensing

A Support for the subscription licensing model. For more information, please refer tadtuis
Backup Licensing FAQ

Linux

A Support for Linux kernel version 4.2, 4.3, and 4.4

A Support for Red Hat Enterprise Linux 7.2, Oracle Linux 7.2, ClearOS, Debian 8.2, Ubuntu 15.10,
and Fedora 23.

Other

A ltis possible to use compression in combination with tmedity hardware or software
deduplication (for diskevel backups only). Thisfettively reduces the storage space occupied
by the backups.

A 32-bit Linuxbased bootable media was optimized in size by removing the rarelyacsedmd
utility.

1.3 Acronis Backup components

This section contains a list of Acronis Backup coraptswith a brief description of their
functionality.



Components for a managed machine (agents)

These are applications that perform data backup, recovery and other operations on the machines
managed with Acronis Backup. Agents require a license to pedparations on each managed
machine.

Console

The console provides Graphical User Interface to the agents. Usage of the console is not licensed. The
console is installed together with the agent and cannot be disconnected from it.

Bootable Media Builder

With Bootable Media Builder, you can create bootable media in order to use the agents and other
rescue utilities in a rescue environment. Bootable Media Builder is installed together with the agent.

1.3.1 Agent for Linux

This agent enables digé&vel and filelevel data protection under Linux.

Disk backup

Disklevel data protection is based on backing up either a disk or a volume file system as a whole,
along with all information necessary for the operating system to boogll the disk sectors using the
sectorby-sector approach (raw mode.) A backup that contains a copy of a disk or a volume in a
packaged form is called a disk (volume) backup or a disk (volume) image. It is possible to recover
disks or volumes as a whdil®m such backup, as well as individual folders or files.

File backup

Filelevel data protection is based on backing up files and directories residing on the machine where
the agent is installed or on a network share accessed using the smb or nfs pr&iteocan be
recovered to their original location or to another place. It is possible to recover all files and
directories that were backed up or select which of them to recover.

Conversion to a virtual machine

Agent for Linux performs the conversioniegovering a disk backup to a new virtual machine of any
of the following types: VMware Workstation, Microsoft Virtual PC, Citrix XenServer Open Virtual
Appliance (OVA) or Red Hat Kerhated Virtual Machine (KVM). Files of the fully configured and
operaional machine will be placed in the directory you select. You can start the machine using the
respective virtualization software or prepare the machine files for further usage.

1.3.2 Management Console

Acronis Backup Management Console is an agtnative tool for local access to Acronis Backup
agent. Remote connection to the agent is not possible.

1.3.3 Bootable Media Builder

Acronis Bootable Media Builder is a dedicated tool for crediomfable medigp. 201). The media
builder that installs on Linux creates bootable media based on Linux kernel.



1.4 About using the product in the trial mode

Before buying an Acronis Backup license, you may want to try the software. This can be done without
a lieense key.

To install the product in the trial mode, run the setup program locally or usecimete installation
functionality. Unattended installation and otherays of installatiorare not supported.

Limitations of the trial mode

When working under bootale media:

A The disk management functionality is not available. You can try the user interface, but there is no
option to commit the changes.

A The recovery functionality is available, but the backup functionality is not. To try the backup
functionality, install the software in the operating system.

Upgrading to the full mode

After the trial period expires, the product GUI displays a notificatemuesting you to specify or
obtain a license key.

To specify a license key, clidklp>Change Licensg. 172). Specifying the key by running the setup
program is not possible.

If you have activated a trial or purchased a subscription forctbad backup servicg.178), cloud
backup will be available until the subscription period expires, regardless of whether you specify a
license key.

1.5 Supported file systems

Acronis Backup can back up and recover the following file systems with the following limitations:

A FAT16/32

A NTFS

A ReFSvolume recovery without the volume resize capability. Supportéd/indows Server
2012/2012 R2 and Windows Ser 2016only.

A Ext2/Ext3/Ext4

A ReiserFS3particular files cannot be recovered from disk backups located on Acronis Backup
Storage Node

A ReiserFS4volume recovery without the volume resize capability; particular files cannot be
recovered from disk backupscated on Acronis Backup Storage Node

A XFS volume recovery without the volume resize capability; particular files cannot be recovered
from disk backups located on Acronis Backup Storage Node

A JFS particular files cannot be recovered from disk backggsted on Acronis Backup Storage
Node

A Linux SWAP

Acronis Backup can back up and recover corrupted orsupported file systems using the
sectorby-sector approach.



1.6 Technical Support

Maintenance and Support Program
If you need assistance with your Acronis product, please ¢tpo’/www.acronis.com/support/

Product Updates

You can download the latest updates for all your registered Acronis software products from our
website at any time after logging into yoAccourt (https://account.acronis.cony and registering
the product. Sedegistering Acronis Products at the Webs(tdtp://kb.acronis.com/content/4834
andAcronis Website User Guid@ttp://kb.acronis.com/content/812§.



2 Getting started

L& Step 1. Installation

@ These brief installation instructions enable you to start using the product quickly. For the
complete descriptiorof installation methods and procedures, please refer to litstallation
documentation

Before installation, make sure that:

A Your hardware meets thgystem requirements
A You have a license key for Acronis Backup for Linux Server.
You have the setup progm. You can download it from thcronis website

Make sure that the RPM Package Manager (RPM) and the following Linux packages are installed:
gcc make, andkernekdevel The names of these packages may vary depending on the Linux
distribution.

To installAcronis Backup

A
A

Run theAcronisBackupL.i686r the AcronisBackupL.x86_6&dstallation file and follow the
on-screen instructions.

M Step 2. Running

Log in as root or log in as an ordinary user and then switch user as required. Start the console with
the command

/usr/sbin/acronis_console

@ For understanding of the GUI elements $Eksing the management consol§. 13).

"2 Step 3. Bootable media

To be able to recover an operating system that fails to start, or deploy it on bare metal, create
bootable media.

1. Select®: Tools > Create bootable median the menu.
2. ClickNextin the welcome screen. Keep clickiNgxt until the list of components appears
3. Proceed as described Thinuxbased bootable media(p. 150).

Step 4. Backup
8

Back up now(p. 34)

ClickBack up nowto do a onetime backup in a few simple steps. The backup process will
start immediately after you perform the required §t&

To save your machine to a file:

UnderWhere to back upclickLocation and select the location where the backup will be
saved. ClicloKto confirm your selection. ClicRKat the bottom of the window to start the
backup.



Tip. Using the bootable medigou can do offine ("cold") backups in the same way as in the
operating system.

~~ Create backup plaiip. 34)

Create a backup plan if you need a ldagn backup strategy including backup schemes,
schedules and conditions, timely deleting of backups, or moving them to different locations.

Step 5. Recovery
4

Recover(p. 95)
To recover data, you need to select the backgddata and the destination the data will be
recovered to. As a result, a recovery task will be created.

Recovery of a disk or volume over a volume lockethbyperating system requires a reboot.
After the recovery is completed, the recovered operating system goes online automatically.

If the machine fails to boot or if you need to recover a system to bare metal, boot the
machine using the bootable media aodnfigure the recovery operation in the same way as
the recovery task.

Q Step 6. Management

TheNavigationpane (at the left part of the console) enables you to navigate across the product
views that are used for different administering purposes.

A Use theCl Backup plans and taskdew to manage backup plans and tasks: run, edit, stop and
delete plans and tasks, view their states and progress.

A Use the # Alertsview to rapidly identify and solve the problems.

A Use the =/ Logview to browse the operations log.

A The location where you store backup archives is callealit (p. 211). Navigate to the&
Vaults(p. 127) view to obtain information about your vaults. Navigate further to the specific
vault to view backupand their contents. You can also select the data to recover and perform
manual operations with backups (mounting, validating, deleting).

2.1 Using the management console

As soon as the console starts, the respective items appear across thaetsmgorkspace (in the
menu, in the main area with thé/elcomescreen, or in théNavigationpane) enabling you to
perform machinespecific operations.



Acronis Backup - Connected to This Machine (Local Connection) as root

( @w % Actions— Tools av & options~ (@ Help~ @ Ask Acronis Acronis ()]
ati « ' H)
WL Welcome to 'localhost.localdomain
Shortlist Full list The console s connected to the managed machine. Choose the action to perform or the tool to use.
4 B localhostlocaldomain Back -
Back up now
Backup plans and tasks ? o ,P e et p u Recover
g Specify a backup location and & Recover the data from an earll .
~ U

- 7 Vaults ~¥" start backing up the machine now.
< Mounted images
¥ Alerls

.i Create backup plan Show My Account
r Create a backup plan to protect Manage your cloud backup subscriptions, access license
data on the machin seys, download product updates, and mor

Log

Recent alerts (0 of 0) viewan
o There are no alerts,

Recent activities

e

Backing up data Backup 47/14 13500 PM  4/7/1413559PM  Succeeded

The trial period expires in 15 days. Requestlicense | already have a license or a subscription

10| Current activities

Acronis Backup Management Consel#&/elcome screen

Key elements of the console workspace
Name Description

o Navigationpane Contains theNavigationtree. Lets you navigate to the different views. For
details, seéNavigation pangp. 14).

e Main area Here you configure and monitor backup, recovery and other operations. -
main area displays views aadtion pagegp. 15) depending on the items
selected in the menu dravigationtree.

o Menu bar Appears across the top of the program window. Lets you perform most o
operations available in Acronis Backup. The menu items change dynami
depending on the item selected in tidavigationtree and the main area.

2.1.1 "Navigation" pane

The navigation pane includes theavigationtree.

Navigation tree

TheNavigationtree enables you to navigate across the program views. You can choose between the
Full listor the Short listof views. The&Short listcontains the most frequently used viedrsm the
Full list

TheShort listdisplays

A % [Machine name] This is the root of the tree also callet\&elcomescreen It displays the
name of the machine the console is currently connected to. Use this view for quick access to the
main operations, available on the managed machine.

A G Backup plans and taskéJse this view to manage backup plans and tasks on the
managed machine: run, edit, stop and delete plans and tasks, view their progress.

A B> vaults Use this view to manage personal vaults and archives stored in there, add new
vaults, rename and delete the existing ones, validate vaults, explore backup content, perform
operations on archives and backups, etc.



A ¥ Alerts. Use this view to examine warning messages for the managed machine.

TheFull listadditionally displays

A = Disk managementUse this view to perform operations on the machine's hard disk
drives.

A Log Use this view to examine information on operations performed by the program on
the managed machine.

A <2 Mounted images This node is displayed if at least one volume is mounted. Use this view
to manage mounted images.

Operations with pane
How to expand/minimize panes

By default, theNavigationpane apgars expanded. You might need to minimize the pane in order to
free some additional workspace. To do this, click the cheh The pane will be minimized and

the chevron changes its directi. Click the chevron once again to expahd pane.

How to change the panes' borders

1. Point to the pane's border.

2. When the pointer becomes a doubleaded arrow, drag the pointer to move the border.

2.1.2 Main area, views and action pages

The main area is a basic place where you work with the console. Here you create, edit and manage
backup plans, recovery tasks and perform other operations. The main area displays different views
and action pages according the items you select in the menNavigationtree.

2.1.2.1 Views

A view appears on the main area when clicking any item imNgnggationtree in theNavigation
pane(p. 14).

¥ Acronis Backup - Connected to This Machine (Local Connection) as Administrator@MYMACHINE
@ )o@ cornecty 4 Actions Toolsv [ Navigation v & Options» logv @ Helpr @ sk Acronis Acronis @
Mavigation « Signin
Short st Full st Log
405 MyMachine Browse the log of the Acronis Backup operations,
Backup plans and tasks Display:  Activlies ¥  Forlast 24 hours ¥
b B vaults Q_ petals B Save selected tofie |4 Savealltofie 3 Delete al
B, Tape management Activity Backupplan  Task Start date End dats Duration Result

[ Disk management

Al
< rhunted inages © Cataloging data - - 452004 125008 AN 4j5/2014 12:50:22 AR 14 seconds Succes
F Herts © Cataloging data - - 4812014 12:47:39 AWM 4/5/2014 12:48:16 AM 37 seconds Succee
i Log 4 0 Running backup plan ‘my_backup' my_backup  Simple backu... /(2014 12:47:07 A 4/8/2014 12:50:22 AM 3 minutes 15 sec... Succee
ERortente ©) validating backup my_backup  Simple backu.., #/8/2014 12:50:08 AM 4/5/2014 12:50:22 AM 14 seconds Succes:
) Backing U Flles Ty _barkup  Simpls Dacki. HE/Z004 12:4740 AN 4i8/2014 12i50:03 AR 2 minotes 23 sec,.. Sucres

B ;
SRLocalachne [ Rxchine] » |0 Running backup plan ‘Backup 4... Backup 4/8/... Simpls backup  4/8(2014 12:42:03 AN 4/8/2014 12:47:37 AM 5 minUtes 34 sec,.. Succes

log | Detals | Backup

Type | Date and time Message
T 4i8/2014 12:50:22 AM  Archive validation has successfully completed.
4/8[2014 12:50:22 AM  Command "Validating’ has completed successfully.

4f8/2014 12:50:11 AM  Archive validation has started.
i) 4/8/2014 12:50:08 AM  Command Validating is running.

©) Current activities




"Log" view

Common way of working with views

Generally, every view contains a table of items, a table toolbar with buttons, andfitrenation

panel.

A Usefiltering and srting (p. 16) capabilities to search the table for the item in question.
A In the table, select the desired item.

A In the information panel (collapsed by default), view the item's details. To expand the panel, click

the arrow mark ).

A Perform actions on the selected item. There are several ways of performing the same action on

selected items:

A By clicking the buttons on the table toolbar.
A By selecting the items in théctionsmenu.
A By rightclicking the item and selecting the opeiat in the context menu.

Sorting, filtering and configuring table items

The following is a guideline to sort, filter and configure table items in any view.

To

Sort items by any column

Filter items by predefined
column value

Filter items by entered value

Filter items by predefined
parameters

Show or hide table columns

Do the following

Click a column's header to sort items in ascending order.
Click it once again to sort items in descending order.

In a field below the corresponding column's header, select the required v
from the dropdown list.

In a field below the corresponding column's header, type a value.

As a result you will see the list of values, fully or just partly coincide with f
entered value.

Click the appropriate buttons above the table.

For example, in th&ogview, you can filter the log entries by event type
(Error, Warning, Information) or by the period when the event occurfem (
last 24 hoursFor last weekFor last three monthsor For custom periodl

By default, any table has a fixed number of columns that are shown, othe
are hidden. If required, you can hide the shown columns and show the hi
ones.

To show or hide columns
1. Rightclick any column header to open the context menu.

2. Click the items you want to be displayed/hidden.

2.1.2.2  Action pages

An action page appears in the main area when clicking any action item Actimmsmenu. It
contains steps you need to perform in order to create and launch any task or a backup plan.



% Acronis Backup - Connected to This Machine (Local Connection) as Administrator@MYMACHINE

@ Dt €D comnectw 4 Actions v Toolsw [ Mavigation> {5} Options v @) Helpv G Ask Acronis Acronis f\
Mavigation « Sign in
short st Fullist Create backup plan
4 & MyMachine Create a backup plan to protect data on the selected machine.
Backup plans and tasks —Ne,  What to back up
="
> B vaults .
B, Taps management Ttems to back up... Remove € Disksfvolumes: ~
*‘f?" Disk management Remove € Disk 1 PyMachine
Py )
=3 Mounted images Remove € Disk 2 PyMachine
F Hlerts Remove € Disk 3 PyMachine
Log
e ) Shaw exchusions
(£ Local machine [MyMachine] | | Where to back up
I
Location... Required

) Shaw backap file naming, archive comments

How to back up

Backup scheme: Simple ¥

Backups will be created regularly on schedule.
Schedule... Start the bask svery 1 day(s) at 12:00:00 AM,

Retention rules: Keep backups indefinitely ¥

2nd lacation: [7] Replicate newly created backup b another location

The best practice is storing two copies of backups, one local and one on off-site storage, such as
Acronis Cloud Storage.

3) Show backup bype, walidation, convert to virtual machine

o))

O Current activities

Action page- Create backup plan

Using controls and specifying settings

Use active controls to specify a backup plan or recovery task settings and parameters. By default,
such fields as credentials, options, commeats] some others are hidden. Most settings are
configured by clicking the respecti@owX links. Others are selected from the drdpwn list, or

typed manually in the page's fields.

|' | Where to back up
I

Location...

) Show backup file

Action page- Controls

Acronis Backup remembers the changes you made on the action pages. For example, if you started to
create a backup plan, and then for any reason switched to anoibker without accomplishing the

plan creation, you can click tigacknavigation button on the menu. Or, if you have passed several
steps forward, click th®own arrow and select the page where you started the plan creation from

the list. Thus, you can perim the remaining steps and accomplish the backup plan creation.



@Acronis Backup - Connected to This Mai
@ B Q Connectv % Actions

Start page

Machine start page
Backup plans and tasks
All vaults

Tape management

Disk management
Manage mounted images

Alerts

v Log
Navigation buttons

2.1.3 Console options

The console options define the way information is represented in the Graphical User Interface of
Acronis Backup.

To access the console options, sel@gtions > Consoleptions from the top menu.

2.1.3.1 Alert display options

The option specifies kich alerts to show and which to hide in tAderts view.
The preset isAll alerts.

To show (hide) alerts, select (clear) the check boxes next to the respective alert types.

2.1.3.2 Credentials cache

The option specifies whether to store the crediafs entered while using the management console.
The preset isEnabled

If the option is enabled, the credentials for various locations that you enter during a console session
are saved for use during later sessions. In Windows, the credentials ard gtdree Windows
Credential Manager. In Linux, the credentials are stored in a special encrypted file.

If the option is disabled, the credentials are stored only until the console is closed.

To clear the credentials cache for the current user account, clickKlg@r credentials cachieutton.

2.1.3.3 Fonts

The option defines the fonts to be used in the Graphical User Interface of Acronis BackMerithe
font setting affects the droflown and context menus. Th&pplication fontsetting affects all other
GUI elements.

The preset isSystem Defaulfont for both the menus and the application interface items.

To make a selection, choose the font from the respective cebdoand set the fot's properties.
You can preview the font's appearance by cliclBngwseto the right.



2.1.34 Pop-up messages
¢tKS aLYGSNIOGAZ2Y wSIljdANBRE RALFE 23

This option defines whether to display a pop window when one or more activities require user
interaction. This window enables you to specify your decision, such as to confirm reboot or to retry
after freeingup the disk space, on all the activities in the same place. Until at least one activity
requires interaction, you can open this window at any tinmrirthe managed machine's welcome
screen. Alternatively, you can review the task execution states iB#o&up plans and tasksew

and specify your decision on each task in the information panel.

The preset isEnabled.
To make a selection, select oratehe¢ KS a Ly G SNIF Ol A 2héckb&.lj dzZA NS RE RA L f 2
¢tKS GCSSRolFO] /2YFANNIGAZ2YE RALFT 23

This option defines whether to display a pop window with the information about your system
after an error occurs. You can send this information to Acronis Tecl8upglort.

The preset isEnabled.
To make a selection, selectorclearth& S G CSSRol O1 [/ ZhedkbdwX | G A2y ¢ RAL f

Notify if bootable media is not created

This option defines whether to display agop window when the management console is launched
on a machine and no bootable media has been created on that machine.

The preset isEnabled.

To make a selection, select or clear thetify if bootable media is not createdheck box.
Notify when the management console is connected to a component of a different
version

This option defines whether to display a pop window when a console is connected to an agent
and their versions differ.

The preset isEnabled.

To make a selection, select or clear tietify when the management console is connected to a
component of a different versiortheck box.

Request description when ejecting a tape

This option defines whether to display a prompt for you to describe a tape wheagjgotit from a

tape device by uBg Acronis Backup. For example, you may describe the physical location where the
tape will be kept (recommended). If a tape is ejected automatically according t6j¢loe tapes after
successful backupsption, no such prompt is displayed.

The preset isEnabled.

To make a selection, select or clear Request description when ejecting a tappdeck box.

Note Tape devices are available only if you have upgraded from Acronis Backup & Recovery 10.




About the task execution results

The option defines whether to display the pap messages about task run results: successful
completion, failure or success with warnings. When the displaying ciipapessages is disabled,
you can review the task execution states and results irBekip plans and tasksiew.

The preset isEnabledfor all results.

To make a setting for each result (successful completion, failure or success with warnings)
individually, select or clear the respective check box.



3 Understanding Acronis Backup

This section attempts to give its readers a clear understanding of the product so that they can use
the product in various circumstances without step-step instructions.

3.1 Owners

This section explas the concept of a backup plan (task) owner and an archive owner.

Plan (task) owner

A local backup plan owner is the user who created or last modified the plan.
Tasks, belonging to a backup plan, are owned by the backup plan owner.

Tasks that do not befg to a backup plan, such as the recovery task, are owned by the user who has
created or last modified the task.

Managing a plan (task) owned by another user

Having Administrator privileges on the machine, a user can modify tasks and local backup plans
owned by any user registered in the operating system.

When a user opens a plan or task for editing, which is owned by another user, all passwords set in
the task are cleared. This prevents the "modify settings, leave passwords" trick. The program displays
a warning each time you are trying to edit a plan (task) last modified by another user. On seeing the
warning, you have two options:

A ClickCancelnd create your own plan or task. The original task will remain intact.
A Continue editing. You will have to enter all credentials required for the plan or task execution.

Archive owner

An archive owner is the user who saved the archive to the destination. To be more precise, this is the
user whose account was specified whenatiteg the backup plan in thé/here to back ugstep. By
default, the plan's credentials are used.

3.2 Credentials used in backup plans and tasks

This section explains the concept of access credentials, backup plan's credentials and task
credentids.

Access credentials

When browsing backup locations, setting up backups, or creating recovery tasks, you may need to
provide credentials for accessing various resources, such as the data you are going to back up or the
location where the backups are (oill be) stored.

If the Credentials cachép. 18) option is enabled (it is enabled by default), the credentials which you
provide during a console session are saved for use during the later sessions. Thus, there is no need to
enter the credentials next time. The credentials are cached independenthatbr eser who uses the
console on the machine.



Backup plan's credentials

Any backup plan running on a machine runs on behalf of a user.

In Windows

By default, the plan runs under the agent service account, if created by a user having administrative
privileges on the machine. If created by a regular user, such as a memberdg#énsgroup, the
plan runs under this user's account.

When creating a backup plan, you are only asked for credentials in specific cases. For example:

A You are scheduling backups agular user and did not enter credentials when connecting the
console to the machine. This may be the case when the console is installed on the same machine
that you are backing up.

A You are backing up a Microsoft Exchange cluster to a storage node.

Specif/ing the credentials explicitly

You have the option to explicitly specify a user account under which the backup plan will run. To do
this, on the backup plan creation page:

1. InthePlan parametersection, clickShow plan's credentials, comments, label

2. ClickPlan's credentials

3. Enter the credentials under which the plan will run. When entering the name of an Active
Directory user account, be sure to also specify the domain name (DQMgdhhame or
Username@domain).

In Linux

You do not need to specify backup plan's credentials. In Linux, backup plans always run under the
root user account.

Task credentials

Like a backup plan, any task runs on behalf of a user.

In Windows

When creating aask, you have the option to explicitly specify an account under which the task will
run. Your choice depends on whether the task is intended for manual start or for executing on
schedule.

A Manual start

Every time you manually start the task, the task wih under the credentials with which you are
currently logged on. Any person that has administrative privileges on the machine can also start
the task. The task will run under this person's credentials.

The task will always run under the same credentials, regardless of the user who actually starts
the task, if you specify the task credentials explicitly.

A Scheduled or postponed start
The task credentials are mandatory. You cannot complete the task aneatiil you specify the
task credentials. Task credentials are specified on the task creation page in a similar manner as
GKS LI IFyQa ONBRSyi(dAlfa INBE aLISOATASRO®

In Linux

You do not need to specify task credentials. In Linux, tasks always run under thiseoaccount.



3.3 User privileges on a managed machine
When managing a machine running Linux, the user has or obtains the root privileges, and so can:

A Back up and recover any data or the entire machine, having full control over all AcrokigBac
agent operations and log files on the machine.

A Manage local backup plans and tasks owned by any user registered in the operating system.

To avoid routine logging on to the system as root, the root user can log on with the ordinary user
credentials andhen switch user as required.

3.4 Full, incremental and differential backups

Acronis Backup provides the capability to use popular backup schemes, such as
GrandfatherFatherSon and Tower of Hanoi, as well as to create custom backup schemeskiibb
schemes are based on full, incremental and differential backup methods. The term "scheme" in fact
denotes the algorithm of applying these methods plus the algorithm of the archive cleanup.

Comparing backup methods with each other does not make much sense because the methods work

as a team in a backup scheme. Each method should play its specific role according to its advantages.

A competent backup scheme will benefit from the advantagesldfeakup methods and lessen the
AYyFitdzSyOS 2F |ff GKS YSGUK2RaAQ aK2NIO2YAy3aad C2NJ
archive cleanup because it can be easily deleted along with the weekly set of daily incremental

backups depending on it.

Backimg up with the full, incremental or differential backup method results bmekup(p. 200) of the
corresponding type.

Full backup

A full backup stores all data selected for backup. A full backup underlies any archive and forms the
base for incremental and differential backups. An archive can contain multiple full backups or consist
of only full backups. A full backup is s&lffficient - you do not need access to any other backup to
recover data from a full backup.

It is widely accepted that a full backup is the slowest to do but the fastest to restore. With Acronis
technologies, recovery from an incremental backup may be not slowear tecovery from a full one.

A full backup is most useful when:
A you need to roll back the system to its initial state
A this initial state does not change often, so there is no need for regular backup.

Example: An Internet cafe, school or university ldtere the administrator often undoes changes
made by the students or guests but rarely updates the reference backup (in fact, after installing
software updates only). The backup time is not crucial in this case and the recovery time will be
minimal when reovering the systems from the full backup. The administrator can have several
copies of the full backup for additional reliability.

Incremental backup

An incremental backup stores changes to the data againdatest backup You need access to
other backyps from the same archive to recover data from an incremental backup.

An incremental backup is most useful when:



A you need the possibility to roll back to any one of multiple saved states
A the data changes tend to be small as compared to the total data size

It is widely accepted that incremental backups are less reliable than full ones because if one backup
in the "chain" is corrupted, the next ones can no longer be used. However, storing multiple full
backups is not an option when you need multiple priersions of your data, because reliability of an
oversized archive is even more questionable.

Example: Backing up a database transaction log.

Differential backup

A differential backup stores changes to the data againstatesst full backup You need acas to
the corresponding full backup to recover the data from a differential backup. A differential backup is
most useful when:

A you are interested in saving only the most recent data state
A the data changes tend to be small as compared to the total data siz

The typical conclusion is: "differential backups take longer to do and are faster to restore, while
incremental ones are quicker to do and take longer to restore." In fact, there is no physical difference
between an incremental backup appended to a lidtkup and a differential backup appended to

the same full backup at the same point of time. The above mentioned difference implies creating a
differential backup after (or instead of) creating multiple incremental backups.

An incremental or differential backup created after disk defragmentation might be considerably larger than
usual because defragmentation changes file locations on the disk and the backup reflects these changes. It is
recommended that you rereate a full lackup after disk defragmentation.

The following table summarizes the advantages and shortcomings of each backup type as they
appear based on common knowledge. In real life, these parameters depend on nhumerous factors
such as the amount, speed and patteridata changes; the nature of the data, the physical
specifications of the devices, the backup/recovery options you set, to name a few. Practice is the
best guide to selecting the optimal backup scheme.

Parameter Full backup Differential backup Incrementalbackup
Storage space Maximal Medium Minimal
Creation time Maximal Medium Minimal
Recovery time Minimal Medium Maximal

3.5 What does a disk or volume backup store?

A disk or volume backup stores a disk or a voltileesystemas a whole and includes all of the
information necessary for the operating system to boot. It is possible to recover disks or volumes as a
whole from such backups as well as individual folders or files.

Windows

A volume backup stores all files and folsleff the selected volume independent of their
attributes (including hidden and system files), the boot record, the file allocation table (FAT) if it
exists, the root and the zero track of the hard disk with the master boot record (MBR).

A disk backup stoeeall volumes of the selected disk (including hidden volumes such as the
vendor's maintenance partitions) and the zero track with the master boot record.

The following items are not included in a disk or volume backup (as well as weadil®ackup):



A The swap file (pagefile.sys) and the file that keeps the RAM content when the machine goes
into hibernation (hiberfil.sys). After recovery, the files will becreated in the appropriate
place with the zero size.

A Windows shadow storage. The path to idetermined in the registry valu¢SS Default
Providerwhich can be found in the registry key
HKEY_LOCAL_MACHINESTEM urrentControlSétControh BackupRestoreFilesNotToBa
ckup. This means that in operating systems starting with Windows Vista, Windows&esto
Points are not backed up.

Linux

A volume backup stores all files and directories of the selected volume independent of their
attributes, a boot record, and the file system super block.
A disk backup stores all disk volumes as well as the zero trackheithaster boot record.

With the sector-by-sector (raw mode)pption enabled, a disk backup stores all the disk sectors. The

sectorby-sector backup can be used for backing up disks with unrecognized or unsupported file
systems and other proprietary datarimats.

3.6 Backup and recovery of logical volumes and MD
devices (Linux)

This section explains how you would back up and recover volumes managed by Linux Logical Volume
Manager (LVM), called logical volumes; and multgik (MD) devices, call Linux Software RAID.

To learn more about LVM please viitp://tldp.org/HOWTO/LVMHOWTObr
http://www.centos.org/docs/5/html/5.1/Deployment_Guide/ctivm.html.

3.6.1 Backing up logical volumes

Acronis Backup Agent for Linux can access, lyjac&nd recover logical volumes when running in
Linux starting with 2.6.x kernel or under Lirfoesed bootable media.

Backup

In Acronis Backup GUI, logical volumes appear uDgaamicvolumesat the end of the list of
volumes available for backup. If ysalect logical volumes for backup, the logical volume structure
will be saved to the backup along with the volume contents. This structure can be automatically
recreated when you recover these volumes under a Llmased bootable media.

To back up all avable disks, specify all logical volumes plus basic volumes not belonging to them.
This is the default choice when you open tbeeate backup plapage.

Recovery
When recovering logical volumes, you have two options:
A Recovering volume contents onlThe type or other properties of the target volume will not
change.
This option is available both in the operating system and under bootable media.
This option is useful in the following cases:
A When some data on the volume was lost, but no hard disks were replaced.



A When recovering a logical volume over a basic disk or volume. You can resize the resulting
volume in this case.

A system, recovered from a logical volume backup to a basic disk, dmwotidiecause its kernel tries
to mount the root file system at the logical volume. To boot the system, change the loader
configuration and /etc/fstab so that LVM is not used aadctivate your boot loaddgip. 108).

A When recoering a basic or logical volume to an existing logical volume.

If the boot partition (/boot) was located on a basic volume, we recommend recovering it to a basic
volume, even if your boot loader supports booting from logical volumes.

A Recovering both the structure of logical volumes and their contents

Such is the case when recovering on bare metal or on a machine with different volume structure.
The structure of logical volumes can d&gtomatically created at the time of recovefy. 27).

This option is available only under bootable media.

For detailed instructions on how to recover logical volumes,Reeovering MD devices and logical
volumes(p. 27).

3.6.2 Backing up MD devices

MD devices, known as Linux Software RAID, combine several volumes and make solid block devices
(/dev/md0, /dev/md1, ..., /dev/imd31). The information about MD devices is storeddtt/raidtab
or in dedicated areas of those volumes.

You can back up active (mounted) MD devices in the same way as logical volumes. The MD devices
appear at the end of the list of volumes available for backup. If you select MD devices for backup, the
structure of theMD devices will be backed up along with their contents.

Backing up volumes included in MD devices does not make sense when an MD device is mounted, as
Al g2yQli 0SS LlRaaroftsS G2 NBO2YSN) 6KSY®

When recovering MD devices under bootable media, the structudDfdevices can be recreated
automatically. For detailed information about recovering MD devices under bootable media, see
Recovering MD devices and logical volurge27).

For information about assembling MD devices wherfgrening recovery in Linux, séessembling
MD devices for recovery (Linui). 26).

3.6.3 Backing up hardware RAID arrays (Linux)

Hardware RAID arrays under Linux combine several physical drives to csiiajéegoartitionable
disk. The special file related to a hardware RAID array is usually located in /dev/ataraid. You can back
up hardware RAID arrays in the same way as ordinary hard disks.

Physical drives that are part of hardware RAID arrays may be &kiagside other disks as if they
had a bad partition table or no partition table at all. Backing up such disks does not make sense as it
g2y Qi 0SS LIRaaroftsS G2 NBO2YSNI GKSYO®

3.6.4 Assembling MD devices for recovery (Linux)

In Linux, when performingecovery from a disk backup to an existing MD device (also called Linux
Software RAID), make sure that tdisvice is assembledt the time of recovery.

If the device is not assembled, assemble it by usingrtdadmutility. Here are two examples:



Examplel. The following command assembles the device /dev/imdO combined from the volumes
/dev/sdbl and /dev/sdcl:

mdadm-- assemble /dev/imd0 - ayes /dev/sdbl /sdcl

Example 2The following command assembles the device /dev/imd0 combined from the disks
/dev/sdb and /dev/sdc:

mdadm-- assemble /dev/imd0 - ayes /dev/sdb /dev/sdc

If the recovery requires the machine to be rebooted (usually, when the volumes to recover include
the boa partition), follow these guidelines:

A If all parts of the MD device are volumes (a typical case, such as in the first example), make sure
that each volume type called partition type or system tDis Linux raid automount the
hexadecimal code of this patitn type is OxFD. This will guarantee that the device will be
automatically assembled following the reboot. To view or change the partition type, use a disk
partitioning utility such agdisk.

A Otherwise (such as in the second example), perform the recovery from bootable media. No
reboot will be required in that case. In bootable media, you may need to create the MD device
manually or automatically, as describedRrcovering MD devices and |lagizolumeqp. 27).

3.6.5 Recovering MD devices and logical volumes

Recovering MD devices and/or volumes created by Logical Volume Manager (logical volumes)
assumes that the corresponding volume structure will bereated.

In Linuxbased bootable media, you can choosedoreate the volume structure automatically.

27).

This functionality is intended primarily for baneetal recovery of an entire machine. The software

backs up and recreates the entire logical volume structure, even if not all MD devices or logical
volumes are being backed up or recovered. Therefore, you need at least as many disks as the original
volume structure used.

Do not try to recreate the volumstructure automatically in any of the following cases:

-

A The machine hadata that must be preservedThe software will destroy all data on the disks
that it chooses to recreate the volume structure on.

-

A The machine hafewer physical diskshan the originavolume structure used. The software will
fail to recreate the volume structure even if the capacity of the physical disks is enough to fit all
the data being recovered.

A The backumloes not contain the volume structure informationThis information might be
absent in backups created by Acronis Backup & Recovery 10, because saving it was optional.

In these casegreate the volume structure manualfp. 28) prior to recovery. You can doithby
using themdadmandIvm utilities, either in Linusbased bootable media or in Linux.

3.6.5.1 Creating the volume structure automatically

Use the following procedure to automatically recreate the logical volume structure on a machine.

Caution As a result of the following procedure, the current volume structure on the machine will be replaced
with the one stored in the backup. This will destroy the data that is currently stored on some or all of the
machine's hard disks.




If disk configuration ha changedAn MD device or a logical volume resides on one or more disks. If
you replaced any of these disks between backup and recovery (or if you are recovering the volumes
to a different machine), ensure that the new disk configuration includes at feastame number of

disks as the original volume structure did. The capacity of the disks must be enough to fit all the data
being recovered.

To create the volume structure automatically

1. Boot the machine from a Lintbased bootable media.

2. ClickAcronisBootable Agent Then, cliclRun management console

3. In the management console, cliBlecover

Under the archive contents, Acronis Backup will display a message saying that it detected
information about the volume structure.

4. ClickDetailsin the area with that message.
5. Review the volume structure, and then cliggply RAID/LVMo create it.

3.6.5.2  Creating the volume structure manually

The following is a general procedure for recorg MD devices and logical volumes by using a
Linuxbased bootable media, and an example of such recovery. You can use a similar procedure in
Linux.

To create the volume structure manually

1. Boot the machine from a Lintbased bootable media.

2. ClickAcronisBackup Then, cliclRun management console

3. On the toolbar, clickctions and then cliclstart shell Alternatively, you can press
CTRL+ALT+F2.

4. If necessary, examine the structure of volumes which are stored in the archive, by using the
acrocmd utility. Also, you can use this utility to mount one or more of these volumes as if they
were regular volumes (see "Mounting backup volumes" later intdpg:).

5. Create the volume structure according to that in the archive, by usingednutility (for MD
devices), thdvm utility (for logical volumes), or both.

Note: Logical Volume Manager utilities suchmp&reate andvgcreate , which are normally available in
Linux, are not included in the bootable media environment, so you need to usethélity with a
corresponding command. For examplen pvcreate ,lvm vgcreate , andlvm lvcreate

6. If you previously mounted the backupy bising theacrocmd utility, use this utility again to
unmount the backup (see "Mounting backup volumes" later in this topic).

7. Return to the management console by pressing ALT+F1.

(Do not reboot the machine at this point. Otherwise, you will have to erétat volume
structure again.)

8. ClickRecoverthen specify the path to the archive and any other required parameters, and then
clickOK

Note: This procedure will not work if you connect to Acronis Backup Bodigble remotely, because the
command shell is not available in this case.

Example

Suppose that you previously performed a diskel backup of a machine with the following disk
configuration:



A The machine has two-digabyte and two jigabyte SCSI hard disks, mounteddev/sda,
/dev/sdb, /dev/sdc, and/dev/sdd, respectively.

A The first and second pairs of hard disks are configured as two MD devices; both are in tiie RAID
configuration, and are mounted ddev/mdO and/dev/mdl, respectively.

A A logical volume is based on the two MD devices and is mounted on
/dev/imy_volgroup/my_logvol.

The following picture illustrates this configuration.
Idevlsde Idev/sdd

Idevisda Idevisdb

Idevimd0 Idevimdi
1GB 2 GB
L J
'l

/devimy_volgroup/my_logvaol

3 GB

Do the following to recover data from this archive.

Stepl: Creating the volume structure

1. Boot the machine from a Lintbased bootable media.
2. Inthe management console, press CTRL+ALT+F2.

3. Run the following commands to create the MD devices:

mdadm-- create /dev/md0  -- level=1 -- raid - devices= 2 /dev/sd[ab]
mdadm-- create /dev/mdl  -- level=1 -- raid - devices=2 /dev/sd[cd]

4. Run the following commands to create the logical volume group:

Caution:Thepvcreate command destroys all data on tih@éev/md0 and/dev/mdl devices.

Ivm pvcreate /dev/md0 /dev/mdl

Ivm vgcreate my_volgroup /dev/mdO /dev/imd1

Ivm vgdisplay

The output of thdvm vgdisplay command will contain lines similar to the following:

--- Volume group ---
VG Name my_volgroup

VG Access read/write
VG Status resizable

VG Size 1.99 GB

VG UUID 0goQ4l- Vk7WyDG3 uF1l - Q2Al- C0z0- vMeACu

5. Run the following command to create the logical volume; in-thh@arameter, specify the size
given byWG Size
Ivm lvcreate -L1.99G -- name my_logvol my_volgroup



6. Activate the volume group by running the following command:
Ivm vgchange -ay my_volgroup

7. Press ALT+F1 to return to the management console.
Step 2: Starting the recovery

In the management console, cliBlecover

In Archive clickChangeand then specify the name of the archive.

In Backup clickChangeand then select the backup from which you want to recover data.
In Data type selectvVolumes

In Items to recover select the check box next oy _volgroupmy_logvol

UnderWhere to recover clickChange and then select the logical volume that you created in
Stepl. Click the chevron buttons to expand the list of disks.

7. ClickOKto start the recovery.

I S o

For a complete list of commands and utilities that you can use in theabt®media environment,
seeList of commands and utilities available in Linased bootable medié. 157). For detailed
descriptions of theacrocmd utility, see Acronis Backup Commalitie Reference.

Mounting backup volumes

You may want to mount a volume stored in a disk backup, for example, to view some files in it before
starting the recovery.

To mount a backup volume

1. Use theacrocmd list content command to list the disks and volumes that are stored in the
backup. For example, the following command lists the content of the latest backup of the
linux_machinearchive:

acrocmd list content -- loc=\\ server \ backups -- credentials=user,MyPassWd
-- arc=li nux_machine

The output will contain lines similar to the following:

type: disk
Num Partition Flags Size Type GUID
Dynl my_volgroup - my_lo... 4 GB Ext 3
Dyn2 md0 2.007 GB Ext 2
Disk 1 sda 16 GB DT_FIXED
1-1 sdal Act,Pri 203.9 MB Ext 2
1-2 sda2 Pri 11.72 GB Reiser
1-3 sda3 Pri 1.004 GB Linux swap
Disk 2 sdb 8 GB DT_FIXED
2-1 sdbl Pri 2.007 GB Ext 2
2-2 sdb2 Pri 2.007 GB None
Disk 3 sdc 1 GB DT_FIXED
Disk 4 sdd 8 GB DT_FIXED
4-1 sddl Pri 2.007 GB Ext 2
4-2 sdd2 Pri 2.007 GB None
2. Use theacrocmd mount command, specifying the volume's name in thevolume parameter.
For example:
acrocmd mount -- loc=\\server \ backups -- arc=linux_machine -- mount_point=/mnt
-- volume=DYN1

This command mounts the logical volume DYN1 on the mount point /mnt.



To unmount a backup volume

A Use theacrocmd umount command, specifying the volume's mount point as a parameter. For
example:

acrocmd umount -- mount_point=/mnt

3.7 Support for Advanced Format (4K-sector) hard disks

Acronis Backup can back up hard disks with a sector sizKBf(dnown as Advanced Format disks),
as well as traditional hard disks that have #2e setors.

Acronis Backup can recover data from one disk to another as lamgtlaslisks have the same logical
sector size(This is the sector size presented to the operating system.) Acronis Backup automatically
Ff A3dya (KS (pRIDAifin€rassady 2Thisinéd the start of a cluster in the file system always
matches the start of a physical sector on the disk.

Thedisk managemenfunctionality of Acronis Backup is not available for disks witkK&4ogial
sector size.

Determining the logical sector size
By disk specification

Development of the Advanced Format technology is coordinated by the International Disk Drive
Equipment and Materials Association (IDEMA). For more details, see
http://www.idema.org/?page_id=2

In terms of the logical sector size, IDEMA specifies two types of Advanced Format disks:

A 512 Byte emulation (5124ajisks have 51-byte logical sector size. These disks are supported in
Windows starting with Windows Vista, and in modern Linsxriliutions.MicrosoftandWestern
Digitaldza S G KS GSNXY 4! ROl yOSR C2N¥I Gé¢ SEOf dAA @St @

A 4K native (4Knjlisks have 4B logical sector size. Modern operating systems can store data on
these disks, but generally cannot boot from thesekd. These disks are commonly external
drives with USB connection.

By running the appropriate command
To find out the logical sector size of a disk, do the following.

1. Determine the device name of the disk, such as /dev/sdb.

2. Run the following command as the root user, specifying the device name:
parted /dev/sdb print

3. Examine the first value in th®ector size (logical/physicaline. For example, the output may be
the following:
Sector size (logical/physical): 512B/4096B

3.8 Support for UEFI-based machines

Acronis Backup can back up and recover machines that use Unified Extensible Firmware Interface
(UEFI) in the same way as it does for machines that use BIOS for booting.

This applies to both physical and virtmachines, no matter if the virtual machines are backed up at
a hypervisor level or from inside a guest OS.



Limitations

A Acronis Startup Recovery Manager (ASRM).99) is not supported on UEFI machines running
Linux.

A A machine running Linux cannot be transferred between UEFI and BIOS.

3.9 Support for SNMP
SNMP objects

Acronis Backup provides the following Simple Network Management Protocol (SNMP) objects to
SNMP management applications:

A Type of event
Object identifier (OID): 1.3.6.1.4.1.24769.100.200.1.0
Syntax: OctetString

The value may be "Information”, "Warning"fr&" and "Unknown". "Unknown" is sent only in
the test message.

A Text description of the event
Object identifier (OID): 1.3.6.1.4.1.24769.100.200.2.0
Syntax: OctetString
The value contains the text description of the event (it looks identical to mesgaitpished by
Acronis Backup in its log).

Example of varbind values:
1.3.6.1.4.1.24769.100.200.1.0:Information
1.3.6.1.4.1.24769.100.200.2.0:10064000B

Supported operations

Acronis Backupupports only TRAP operationdt is not possible to manage AcronisBap using
GETand SETrequests. This means that you need to use an SNMP Trap receiver to receive
TRAHMessages.

About the management information base (MIB)

The MIB fileacronisabr.mibis located in the Acronis Backup installation direct@y.
default: %ProgramFiles%cronidBackupAndRecovery in Windows and
lusr/lib/Acronis/BackupAndRecovery in Linux.

This file can be read by a MIB browser or a simple text editor such as Notepad or vi.

About the test message

When configuring SNMP notifications, you can send a test message to check if your settings are
correct.

The parameters of the test message are as follows:

A Type of event
OID: 1.3.6.1.4.1.24769.100.200.1.0
Value: "Unknown"

A Text description of the event



OD: 1.3.6.1.4.1.24769.100.200.2.0
Value: "?00000000"



4 Backup

4.1 Back up now

Use theBack up nowfeature to configure and run a ortéme backup in a few simple steps. The
backup process Wl start immediately after you perform the required steps and clidk

For a longtime backup strategy that includes schedules and conditions, timely deleting of backups or
moving them to different locations, consider creating a backup plan.

Configuringmmediate backup is similar weating a backup plafp. 34) except for the following:

A There are no options to schedule backups and to set up retention rules.

A Simplified naming of backup fil¢s. 54) is used, if the backup destination supports it. Otherwise,
the standard backup naming is used.

The following locations do not support simplified file naming: Acronis Secure Zone and Acronis
Cloud Storage.

Due to simplified file naming, an RDX drive or USB flash drive can only be usetemdkiable
media(p. 134) mode.

A Conversion of a dislevel backup to a virtual machine is not available as a part of the backup
operation.You can convert the resulting backup afterwards.

4.2 Creating a backup plan

Before creating your firdtackup plar(p. 200), please familiarize yourself with thesic concepts
used in Acronis Backup.

To create a bekup plan, perform the following steps.

What to back up
Items to back up(p. 36)

Select the type of data to back up and specify the data items. The type of data depends on
the agents installed on the machine.

Access credentials, exclusions

To access these settings, cl#how access credentials, exclusions

Access credential§. 37)
Provide credentials for the source data if the plan's account does not have access
permissions to the data.

Exclusiongp. 37)
Set up exclusions for the specific types of files you do not wish to back up.

Where to back up
Location(p. 39)

Specify a pdt to the location where the backup archive will be stored and the archive name.
The archive name has to be unique within the location. Otherwise, backups of the newly
created backup plan will be placed to the existing archive that belongs to another backup
plan. The default archive name is Archive(N) where N is the sequence number of the archive
in the location you have selected.



Select the mode the removable device will be usedjm 134)

If the specified location is an RDXve or USB flash drive, select the device mode:
Removable mediar Fixed drive

Backup file naming, access credentials, archive comments
To access these settings, cl@ghow backup file naming, access credentials, archive comments
File naming(p. 54)

[Optional] Select thd&ame backup files using the archive name, af\tronisTrue Image

Echo, rather than autegenerated namesheck box if you want to use simplified file naming
F2N) GKS | NOKA@ZSQa ol O dzZLJa @

Not availablewhen backing up técronisSecure Zoner AcronisCloud Storage. When

backing up to an RDX drive or USB flash drive, the file naming scheme is determined by the
removable device modg. 134).

Access credential§p. 41)

[Optional] Provide credentials for the location if the plan account does not have access
permissions to the location.

Archive comments
[Optional] Enter comments on the archive.

How to back up
Backup schemép. 42)

Specify when and how often to back up your data; define for how long to keep the created
backup archives in the selected location; set up schedule for the archive cleanup procedure
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Replication and retention settingp. 68)

Not available for removable media or wheimplified naming of backup fil€p. 54) is
chosen.

Define whether to copy (replicate) the backups to another location, and whether to move or
delete them according to retention rules. The available settings depend on the backup
scheme.

2nd location

[Optional] To set up replication of backups, selectReplicate newly created backup to
another locationcheck box. For more information about backup replication,Setting up
replication of backupép. 70).

Validation, convert to virtual machine
To access these settings, cl@how validation, convert to virtual machine
When to validate(p. 51)

[Optional] Depending on the selected backup scheme, define when and how often to
perform validation and whether to validate the entire archivethe latest backup in the
archive.

Convert to virtual machingp. 119)
[Optional] Applies to: disk or volume backup.
Set up a regular conversion of a disk or volume backup to a virtual machine.

Plan parameters
Plan name



[Optional] Enter a unique name for the backup plan. A conscious name lets you identify the
plan among others.

Backup options

[Optional] Configure parameters of the backup operation, such as pre/post backup
commands, maximum network bandwidth allocated for treckup stream or the backup
archive compression level. If you do nothing in this sectiongéfault valuegp. 75) will be
used.

After any of the settings is changed against the default value, a new lineitdpdayks the

newly set value appears. The setting status changes Befaultto Reset to default Should
you modify the setting again, the line will display the new value unless the new value is the
default one. When the default value is set, the line gigears. Therefore, in this section you
always see only the settings that differ from the default values.

To reset all the settings to the default values, cReset to default
Plan's credentials, comments, label
To access these settings, cl@how plars credentials, comments, label
Plan's credentialgp. 52)
[Optional] Specify the credentials under which the plan will run.
Comments
[Optional] Type a description of the backup plan.
Label(p.52)
[Optional] Type a text label for the machine you are going to back up. The label can be used
to identify the machine in various scenarios.

After you have performed all the required steps, cliikto create the backup pta
After that, you might be prompted for thepassword(p. 54).

The plan you have created will be accessible for examination and managing8adkep plans and
tasks(p. 159) view.

4.2.1 Selecting data to back up
To select the data to back up

1. IntheData to back upsection, select the type of data you want to be backed up. The list of
available data types depends on the agents running on the machine and the types of licenses:

Disks/volumes
Available if Acronis Backup Agent for Windows or Acronis Backup Ag&mdaris installed.

Select this option to back up entire physical machines or their individual disks or volumes. To
be able to back up this data, you must have Administrator or Backup operator privileges.

A disklevel backup enables you to recover the iemtsystem in case of severe data damage
or hardware failure. Also, you can individually recover files and folders. The backup
procedure is faster than copying files, and may significantly speed up the backup process
when backing up large volumes of data.

Folders/files
Available if Acronis Backup Agent for Windows or Acronis Backup Agent for Linux is installed.
Select this option to back up specific files and folders.



2.

A filellevel backup is not sufficient for recovery of the operating system. Choose file backup if
you plan to keep safe only certain data (the current project, for example). This will reduce
the archive size, thus saving storage space.

In order to recovelour operating system along with all the settings and applications, you
have to perform a disk backup.

In the tree below theéData to back upsection, select the items to back up by selecting check
boxes next to the items.

Selecting a check box for a nhéiee means backing up all the machine's disks. To select individual
disks and/or volumes, expand the machine item and select check boxes next to the disks and/or
volumes.

Notes forDisks/volumes

A

If your operating system and its loader reside on different volumes, always include both
volumes in the backup. The volumes must also be recovered together; otherwise there is a
high risk that the operating system will not start.

Note for Linux users: Logical volumes and MD devices are shown Dydamic volumes
For more information about backing up such volumes and devicesBs@&up and recovery
of logical volumes and MD devices (Linyg)'25).

Note for Linux users: We recommend that you unmount any volumes that contain
nonjournaling file systentssuch as the ext2 file systarrbefore backing them up.
Otherwise, these volumes might contain corrupted files upon recovery; recovéngsé
volumes with resize might fail.

3. Having specified the data to backup, cli@K

4.2.2 Access credentials for source

Specify the credentials required for access to the data you are going to back up.

To specify credentials
1. Select one of the following:
A Use the plan's credentials

The program will access the source data using the credentials of the backup plan account
specified in thePlan parameterssection.

Use the following credentials

The program will access the source data using the credentials you specify.

Use this option if the plan's account does not have access permissions to the data.

Specify:

A User name When entering the name of an Active Directory user account, be sure to also
specify the domain name (DOMAIBsername or Username@domain).

A Password The password for the account.

A Confirm passwordReenter the password.

2. ClickOK

4.2.3 Source files exclusion

This option is effective for Windows and Linux operating systems and bootable media.

This option is effective fatisklevelbackup of NTFS, FAT, Ext3, and Ext4 file systems only. This option
is effective foffile-levelbackup of all supported file systems.



The option defines which files and folders to skip during the backup process and thus exclude from
the list of backeelp items.

Note: Exclusions override selection of data items to back up. For example, if yousbhkeck up file
MyFile.tmp and to exclude all .tmp files, file MyFile.tmp will not be backed up.

To specify which files and folders to exclude, set up any of the following parameters.

Exclude all hidden files and folders

Select this check box to skip filesd folders that have theliddenattribute (for file systems that are
supported by Windows) or that start with a period (.) (for file systems in Linux such as Ext2 and Ext3).
If a folder is hidden, all of its contents (including files that are not hiddéhpe excluded.

Exclude all system files and folders

This option is effective only for file systems that are supported by Windows. Select this check box to
skip files and folders with th8ystemattribute. If a folder has th&ystemattribute, all of is contents
(including files that do not have tHgystemattribute) will be excluded.

Tip: You can view file or folder attributes in the file/folder properties or by usingtthib command. For more
information, refer to the Help and Support Center in 8dins.

Exclude files matching the following criteria

Select this check box to skip files and folders matching any of the criteria. Uaddhgdit, Remove
andRemove Albuttons to create the list of criteria.

The criteria arenot casesensitive in Windows and Linux. For example, if you choose to exclude
all .tmp files and the €Temp folder, also excluded will be all .Tmp files, all . TMP files, and the
C\TEMP folder.

Criteria: full path

Specify the full path to the file or foldestarting with the drive letter (when backing up Windows) or
the root directory (when backing up Linux).

Both in Windows and Linux, you can use a forward slash in the file or folder pathQ@8eémpand
C:/Temp/File.tmp. In Windows, you can also ugettraditional backslash (as @\ Tempand
C\Temp File.tmp).

Under a Windowsstyle bootable media, a volume might have a different drive letter than in
Windows. For more information, sé@/orking under bootable medigp. 155).

Criteria: name

Specify the name of the file or folder, such as Document.txt. All files and folders with that name will
be excluded.

Wildcard characters

You can use one or more wildcard characters * and ? in the criterion. Thesetra can be used
both within the full path and in the file or folder name.

The asterisk (*) substitutes for zero or more characters in a file name. For example, the criterion
Doc*.txt covers files such as Doc.txt and Document.txt

The question mark (?ubstitutes for exactly one character in a file name. For example, the criterion
Doc?.txt covers files such as Docl.txt and Docs.txt, but not the files Doc.txt or Doc11.txt



Exclusion examples

Criterion Example Description
Windows and Linux
By name F.log Excludes all files named "F.log"
F Excludes all folders named "F"
By mask (*) *.log Excludes all files with the .log extension
F* Excludes all files and folders with names starting with
(such as folders F, F1 and files F.log, F1.log)
By mask (?) F??7?.log Excludes all .log files with names consisting of four
symbols and starting with "F"
Windows
By file path C\Financé&F.log Excludes the file named "F.log" located in the folder

C\Finance

By folder path

C\Financé&F
or
C\Financé&R

Excludes the folder GGinancéF
(be sure to specify the full path starting from the drive|
letter)

Linux

By file path

/home/user/Finance/F.log

Excludes the file named "F.log" located in the folder
(directory) /home/user/Finance

By folder path

/home/user/Finance
or
/home/user/Finance/

Excludes the folder (directory) /Thome/user/Finance

4.2.4 Backup location selection

Specify where the archive will be stored.

1. Selecting the destination

In the Pathfield, enter the full path to the demation, or select the desired destination in the
location tree as described itbelecting backup destination§3. 40).

2. Using the archives table

To assist you with choosing the right destination, the table displays the names of the archives

contained in each location you select. While you are reviewing the location content, archives can be

added, deleted or modified by another user or by the pragigself according to scheduled
operations. Use th&®efreshbutton to refresh the list of archives.

3. Naming the new archive

Once you select the archive destination, the program generates a name for the new archive and

displays it in theNamefield. The mme commonly looks likarchive(N)whereNis a sequence
number. The generated name is unique within the selected location. If you are satisfied with the
automatically generated name, cli€K Otherwise enter another unique name.



Backing up to an existgparchive

You can configure the backup plan to back up to an existing archive. To do so, select the archive in
the archives table or type the archive name in ti@mefield. If the archive is protected with a
password, the program will ask for it in thegap window.

By selecting the existing archive, you are meddling in the area of another backup plan that uses the
archive. This is not an issue if the other plan is discontinued. However, you should generally follow
the rule: "one backup planone archivé. Doing the opposite will not prevent the program from
functioning but is not practical or efficient, except for some specific cases.

Why two or more plans should not back up to the same archive

1. Backing up different sources to the same archive makes it difficult to use archive. When it comes
to recovery, every second counts, and you might be "lost" in the archive content.

Backup plans that operate with the same archive should back up the same data items (say, both
plans back up volume C.)

2. Applying multiple retention rules to an archive makes the archive content unpredictable. Since
each of the rules will be applied to tlemtire archive, the backups belonging to one backup plan
can be easily deleted along with the backups belonging to the other. You should not expect the
classic behavior of the GFS and Tower of Hanoi backup schemes.

Normally, each complex backup plan shibbiick up to its own archive.

4.24.1  Selecting backup destinations
Acronis Backup lets you back up data to various physical storages.
Destination Details

%y Cloud storage To back up data to Acronis Cloud Storage, tlatkinand specify the credentials to log il
to the cloud storage. Then, expand tdoud storagegroup and select the account.

Prior to backing up to the cloud storage, you needtey a subscriptiorfp. 191) to the
cloud backup service arattivate(p. 192) the subscription on the machine(s) you want
back up.

Cloud backup is not available under bootable media.

Note Acronis Cloud Backup might be unavailable in your region. To find more informn
click herehttp://www.acronis.com/my/cloudbackup/corpoate

£ Personal To back up data to a personal vault, expandaeiltsgroup and click the vault.
Acronis Secure Zone is considered as a personal vault available to all users that car
to the system.

Q Machine Local machine

ED Local folders To back up data to a local folder of the machine, expanditiachine name>group and
select the required folder.

&h CD,DVD,BD  To back up data to optical media such as CD, DVD, eaiscs (B), expand the
<Machine namexgroup, then select the required drive.

| RDX, USB To back up data to an RDX drive or USB flash drive, expardi/fdichine name>group,
then select the required drive. For information about using these drives, see the
"Removable devicegp. 134) section.



Destination Details

£2 Network folders  To back up data to a network folder, expand thetwork foldersgroup, select the
required networked machine, and thetiak the shared folder.

If the network share requires access credentials, the program will ask for them.

Note: To specify a Common Internet File System (CIFS) network share which is mot
a mount point such asnnt/share, select this mount point insad of the network share
itself.

8 FTP, SFTP To back up data to FTP or SFTP, type the server name or addres®athifield as
follows:

ftp://ftp_server:port _number or sftp://sftp_server:port number

To establish an active mode FTP connection, use the following notation:
aftp://ftp_server:port _number

If the port number is not specified, port 21 is used for FTP and port 22 is used for SF

After entering access credentials, the folders on the server become available. Click 1
appropriate folder on the server.

You can access the server as an anonynuses if the server enables such access. To
so, clickJse anonymous accessstead of entering credentials.

Note: According to the original FTP specification, credentials required for access to |
servers are transferred through a network as plaint@ktis means that the user name a
password can be intercepted by an eavesdropper using a packet sniffer.

bo NES foldss To back up data to an NFS share, expand\iR8 foldergroup and click the folder.

4.2.5 Access credentials for archive location

Specify credentials required for access to the location where the backup archive will be stored. The
user whose name is specified will be considered as the archive owner.
To specify credentials
1. Select one of the following:
A Use the plan's credentials

The program will access the source data using the credentials of the backup plan account
specified in thePlan parametersection.

A Use the following credentials
The program will access the source data using the credentials you specify.

Use this option if the plan account does not have access permissions to the location. You
might need to provide special credentials for a network share or a storage node vault.

Spedy:
A User name When entering the name of an Active Directory user account, be sure to also
specify the domain name (DOMAIBsername or Username@domain).

A Password The password for the account.
A Confirm passwordReenter the password.
2. ClickOK



Warning: According to the original FTP specification, credentials required for access to FTP servers are
transferred through a network as plaintext. This means that the user name and password can be intercepted by
an eavesdropper using a packet sniffer.

4.2.6 Backup schemes

Choose one of the available backup schemes:

A Simplec¢ to schedule when and how often to backup data and specify retention rules.

A GrandfatherFatherSonc to use the GrandfatheFatherSon backup scheme. The scheme does
not allow datato be backed up more than once a day. You set the days of week when the daily
backup will be performed and select from these days the day of weekly/monthly backup. Then
you set the retention periods for the daily (referred to as "sons"), weekly (refeoedt
"fathers") and monthly (referred to as "grandfathers") backups. The expired backups will be
deleted automatically.

A Tower of Hanok to use the Tower of Hanoi backup scheme. This scheme allows you to schedule
when and how often to back up (sessionsil aelect the number of backup levels (up to 16). The
data can be backed up more than once a day. By setting up the backup schedule and selecting
backup levels, you automatically obtain the rollback peqade guaranteed number of sessions
that you can gdoack at any time. The automatic cleanup mechanism maintains the required
rollback period by deleting the expired backups and keeping the most recent backups of each
level.

A Custom¢ to create a custom scheme, where you are free to set up a backup striatéyy way
your enterprise needs it most; specify multiple schedules for different backup types, add
conditions and specify the retention rules.

A Manual startc to create a backup task for manual start.
A Initial seedingg to save locally a full backup whoBeal destination is Acronis Cloud Storage.

4.2.6.1  Simple scheme

With the simple backup scheme, you just schedule when and how often to back up data. Other steps
are optional.

To set up the simple backup scheme, specify the appropriate settings as follows.

Schedule

Set up when and how often to back up the data. To learn more about setting up the schedule,
see theSchedulindgp. 59) section.

Retention rules

Specify how long to store backups in the location and whether to move or delete them afterward.
The retention rules are applied after creating a backup. Réep backups indefinitelys set by

default, which means that no backups will be deletetibanatically. For more information about
retention rules, se&etting up retention of backuggp. 71).

Backup type

To access this setting, cliskow backup type, validation, convert to virtual machine
Select the backup type.
A Full- selected by default for all backup locations (except for Acronis Cloud Storage).

A Incremental At the first time a full backup will be created. The next backups will be
incremental. Selected as the one and only backup typétwonis Cloud Storage.



Note: When thelncrementalbackup type is selected along with retention rules, the archive will be
cleaned up usingonsolidation(p. 203), which is a more timeonsuming and resourdatensive
operation.

426.2 Grandfather-Father-Son scheme

At a glance

A Daily ("Son"), weekly ("Father"), and monthly ("Grandfather") backups
A Custom day for weekly and monthly backups

A Custom retention priods for backups of each type

Description

Let us suppose that we want to set up a backup plan that will regularly produce a series of daily (D),
weekly (W), and monthly (M) backups. Here is a natural way to do this: the following table shows a
sample twemonth period for such a plan.

Feb 12 Feb 18
Feb 18 Feb 25
Feb 26 Mar 4

Mo [ Tu | We | Th Fr Sa | Su
Jan 1 Jan7 D D D D W - _
Jan 8 Jan 14 D D D D W - _
Jan 15 Jan 21 D D D D | W - -
Jan 22 Jan 28 D | D D | D - ; }
Jan 29 Feb 4 D D D D W - -
Feb 5 Feb 11 D D D D | W - -

D D D D | W

D D D D -

D D D D | W

Daily backups run every workday except Friday, which is left for weekly and monthly backups.
Monthly backups run on the last Friday of each moutig weekly backups run on all other Fridays.
As a result, you will normally obtain 12 monthly backups over a full year.

Parameters

You can set up the following parameters of a GrandfatfetherSon (GFS) scheme.

Start backup at Specifies when to start a backup. The default value is 12:00 PM.

Back up on Specifies the days of the week when a backup will be performed. The default vé
Workdays

Weekly/Monthly Specifies which day of the week (out of the days selected Btk up orfield) you

want to reserve for weekly and monthly backups.

The default value iBriday. With this value, a monthly backup will run on the last
Friday of each month. Weekly backups will run on all other Fridays. If you choo:
different day of veek, these rules will apply to the day chosen.



Keep backups Specifies how long you want the backups to be stored in the archive. A term ca
set in hours, days, weeks, months, or years. For monthly backups, you can alsc
Keep indefinitelyif you want them to be saved forever.

The default values for each backup type are as follows.
Daily: 5 days (recommended minimum)

Weekly: 7 weeks

Monthly: indefinitely

The retention period for weekly backups must exceed that for daily backups; ths
monthly backups' retention period must be greater than the weekly backups'
retention period.

We recommend setting a retention period of at least one week for daily backup:
Backup type Specifies the types of daily, weekly and monthly backups.
A Always full- all the daily, weekly and monthly backups will always be full.

A Full/Differential/incremental - daily backups are incremental, weekly backups
are differential, and monthly bzkups are full.

The first backup is always full. However, this does not mean that it is a mor
backup. It will be kept as a daily, weekly or monthly backup, depending on 1
day of week it is created.

A backup is not deleted until all backups that directly depend on it become subject to deletion as well. This is
why you might see a backup, marked with t il icon, for a few days past its expected expiration date.

Examples
Each day of the past week, each week of the past month
Let us consider a GFS backup scheme that many may find useful.

A Back up files every day, incind weekends

A Be able to recover files as of any date over the past seven days
A Have access to weekly backups of the past month

A Keep monthly backups indefinitely.

Backup scheme parameters can then be set up as follows.

A Start backup at11:00 PM

A Back up onAll days
Weekly/monthly:Saturday(for example)
Keep backups:

A Daily:1 week

A Weekly:1 month

A Monthly: indefinitely

> > >

As a result, an archive of daily, weekly, and monthly backups will be created. Daily backups will be
available for seven days since creatibor instance, a daily backup of Sunday, January 1, will be
available through next Sunday, January 8; the first weekly backup, the one of Saturday, January 7,
will be stored on the system until February 7. Monthly backups will never be deleted.



Limited staage

If you do not want to arrange a vast amount of space to store a huge archive, you may set up a GFS
scheme so as to make your backups more shieed, at the same time ensuring that your
information can be recovered in case of an accidental data loss.

Suppose that you need to:

A Perform backups at the end of each working day

A Be able to recover an accidentally deleted or inadvertently modified file if this has been
discovered relatively quickly

A Have access to a weekly backup for 10 days after it was created
A Keep monthly backups for half a year.

Backup scheme parameters can then be set up as follows.

A Start backup at6:00 PM
A Back up onWorkdays
A Weekly/monthly:Friday
A Keep backups:

A Daily:1 week

A Weekly:10 days

A Monthly: 6 months

With this scheme, you will have a week to recover a previous version of a damaged file from a daily
backup; as well as ifay access to weekly backups. Each monthly full backup will be available for six
months since thereation date.

Work schedule

Suppose you are a patitme financial consultant and work in a company on Tuesdays and Thursdays.
On these days, you often make changes to your finadoi@iments, statements, and update the
spreadsheets etc. on your laptop. To back up this data, you may want to:

A Track changes to the financial statements, spreadsheets, etc. performed on Tuesdays and
Thursdays (daily incremental backup).

A Have a weekly sumanmy of file changes since last month (Friday weekly differential backup).

A Have a monthly full backup of your files.

Moreover, assume that you want to retain access to all backups, including the daily ones, for at least
six months.

The following GFS schersgits such purposes:

A Start backup ati1:30 PM

A Back up onTuesday, Thursday, Friday
Weekly/monthly:Friday

Keep backups:

A Daily:6 months

A Weekly:6 months

A Monthly: 5 years

> > >



Here, daily incremental backups will be created on Tuesdays and Thursdays, ekl amed
monthly backups performed on Fridays. Note that, in order to chéwikayin the Weekly/monthly
field, you need to first select it in th®ack up orfield.

Such an archive would allow you to compare your financial documents as of the first and the last day
of work, and have a fivgear history of all documents, etc.

No daily backups
Consider a more exotic GFS scheme:

A Start backup at12:00 PM
A Back up onFriday
A Weekly/monthly:Friday
A Keep backups:
A Daily:1 week
A Weekly:1 month
A Monthly: indefinitely
Backup is thus performed only on Fridays. This makes Friday the only choice for weekly and monthly

backups, leaving no other date for daily backup&k S NB & dzf (1 A CH I KBSMNE y R NODKRK &)
hence consist only of weekly differential and monthly full backups.

Even though it is possible to use GFS to create such an archive, the Custom scheme is more flexible in
this situation.

4.2.6.3  Custom backup scheme

At a glance
A Custom schedule and conditions for backups of each type
A Custom schedule and retention rules

Parameters

Parameter Meaning

Full backup schedule Specifies on what schedule and under which conditions to perform a full bac
For example, the full backup can be set up to run every Sunday at 1:00 AM
soon as all users are logged off.

Incremental backup Specifies on what schedule and under which conditions to perform an

schedule incremental backup.

If the archive contains no backups at the time of the task run, a full backup i
created instead of the incremental backup.

Differential backup schedule Specifies on what schedule and under which conditions to perform a differe:
backup.

If the archie contains no full backups at the time of the task run, a full backu
created instead of the differential backup.



Parameter

Clean up archive

Apply retention rules

(only if the retention rules
are set)

Cleanup schedule

(only ifOn schedulds
selected)

2nd location 3rd location,
and so on

Examples
Weekly full backup

Meaning

Specifies how to get rid of old backups: either to applgntion rules(p. 72)
regularly or clean up the archive during a backup when the destination locat
runs out of space.

By default, the retention rules are not specified, which means older backups
not be deleted automatically.

Using retention rules

Specify the retentiomules and when to apply them.

This setting is recommended for backup destinations such as shared folder:
When there is insufficient space while backing up

The archive will be cleaned up only during backup and only if there is not er
space to create aew backup. In this case, the software will act as follows:

A Delete the oldest full backup with all dependent incremental/differential
backups

A Ifthere s only one full backup left and a full backup is in progress, then
delete the last full backup with all dependent incremental/differential
backups

A Ifthereis only one full backup left, and an incremental or differential bac
is in progress, aarror occurs saying there is a lack of available space

This setting is recommended when backing up to a USB drive or Acronis Se
Zone. This setting is not applicable to FTP and SFTP servers.

This setting enables deletion of the last backup in the &eshin case your
storage device cannot accommodate more than one backup. However, you
might end up with no backups if the program is not able to create the new
backup for some reason.

Specifies Wen to apply theetention rules(p. 72).

For example, the cleanup procedure can be set up to run after each backup
also on schedule.

This option is available only if you have set at least one retention rule in
Retentionrules.

Specifies a schedule for archive cleanup.

For example, the cleanup can be scheduled to start on the last day of each
month.

This option is available only if you selected schedulen Apply retention rules
Specifies where taopy or movep. 68) the backups from the current location.

This option is available only if you selected either Replicate newly created
badup to another locationcheck box undeHow to back up or Move the
oldest backups to another locatiom the Retention ruleswindow.

The following scheme yields a full backup performed every Friday night.

Full backup Schedule: WeeklyeveryFriday, at10:00 PM



Here, all parameters excefcheduldn Full backupare left empty. All backups in the archive are
kept indefinitely (no archive cleanup is performed).

Full and incremental backup plus cleanup

With the followingscheme, the archive will consist of weekly full backups and daily incremental
backups. We further require that a full backup begin only after all users have logged off.

Full backup: Schedule: WeeklgveryFriday, at10:00 PM
Full backup: Conditions: Usés logged off
Incremental: Schedule: Weekly, every workdagt 9:00 PM

Also, let all backups older than one year be deleted from the archive, and let the cleanup be
performed upon creating a new backup.

Retention rules:Delete backups older that? months
Apply the rules: After backing up

By default, a ongrearold full backup will not be deleted until all incremental backups that depend
on it become subject to deletion too. For more information, &stention rulegp. 72).

Monthly full, weekly differential, and daily incremental backups plus cleanup
This example demonstrates the use of all options available in the Custom scheme.

Suppose that we need a scheme that will produce monthly full backups, weekly differential backups
and daily incremental backups. Then the backup schedule can look as follows.

Full backup: Schedule: MonthlyeveryLast Sundaypf the month, at9:00 PM
Incremental: Schedule: Weekleveryworkday, at7:00 PM
Differential: Schedule: WeeklyeverySaturday, at8:00 PM

Further, we want to add conditions that have to be satisfied for a backup task to start. This is set up
in the Conditionsfields for each backup type.

Full backup Conditions Location available
Incrementat Conditions User is logged off
Differential: Conditions User is idle

As a result, a full backaporiginally scheduled at 9:00 RMmay actually start later: as soon as the
backup location becomes available. Likewise, backup tasks for incremental and differential backups
will wait until all wsers are logged off and users are idle, respectively.

Finally, we create retention rules for the archive: let us retain only backups that are no older than six
months, and let the cleanup be performed after each backup task and also on the last dayyof ever
month.

Retention rules Delete backups older tha&months
Apply the rules After backing up On schedule
Cleanup scheduteMonthly, on theLast dayof All months at10:00 PM



By default, a backup is not deleted as long as it has dependent backups that must be kept. For
example, if a full backup has become subject to deletion, but there are incremental or differential
backups that depend on it, the deletion is postponed untitteé dependent backups can be deleted
as well.

For more information, seRetention rulegp. 72).

426.4 Tower of Hanoi scheme

At a glance

A Up to 16 levels of full, differential, and incremental backups
A Next-level backups are twice as rare as previmwe! backups
A One backup of each level is stored at a time

A Higher density of more recent backups

Parameters

You can set up the following parameters of a Tower of Hanoi scheme.

Schedule Set up aaily(p. 60), weekly(p. 62), or monthly (p. 64) schedule. Setting up schedule
parameters allows for the creation of simple schedules(eple of a simple daily
schedule: a backup task will be run every 1 day at 10 AM) as well as more comple
schedules (example of a complex daily schedule: a task will be run every 3 days, ¢
from January 15. During the specified days the task witepeated every 2 hours fron
10 AM to 10 PM). Thus, complex schedules specify the sessions on which the sch
should run. In the discussion below, "days" can be replaced with "scheduled sessi

Number of levels Select from 2 to 16 backup levels. See the example stated below for details.

Roltback period The guaranteed number of sessions that one can go back in the archive at any tin
Calculated automatically, depending on the schedule parameters and the numiber:
levels you select. See the example below for details.

Backup type Specifies what backup types the backup levels will have
A Always full- all levels of backups will be full.
A Full/Differential/incremental - backups of different levels will have differtetypes:
- Lastlevel backups are full
- Backups of intermediate levels are differential

- Firstlevel backups are incremental

Example
Scheduleparameters are set as follows

A Recur: Every 1 day
A Frequency: Once at 6 PM

Number of levels4
Backup type Full/Differential/Incremental

This is how the first 14 days (or 14 sessions) of this scheme's schedule look. Shaded numbers denote
backup levels.

1123|4567 (8]9]|]10(11|12]13]| 14




!!! 12231271 !!! 1122131

Backups of different levels have different types:

A Lastlevel(in this case, level 4) backups are full;
A Backups ointermediate level§2, 3) are differential;
A Firstlevel(1) backups are incremental.

A cleanup mechanism ensures that only the most recent backups of each level are kept. Here is how
the archive looks on day 8, a day before creating a new full backup.

112345678
1121 (3|1|2]|1

The scheme allows for efficient data storage: more backups accumulate toward the current time.
Having four backups, we could recover data as of today, yesterday, half a week, or a week ago.

Rollback period

The number of days we can go back in the arctsvhfferent on different days. The minimum
number of days we are guaranteed to have is called thebawtk period.

The following table shows full backup and Hwdick periods for schemes of various levels.

Number of Full backup On different Roltback

levels every days, cango | period
back

2 2 days 1to 2 days 1 day

3 4 days 2 to 5 days 2 days

4 8 days 4to 11 days |4 days

5 16 days 8to 23 days |8days

6 32 days 16 to 47 days |16 days

Adding a level doubles the full backup and-batk periods.
To see why the number of recovery days varies, let us return to the previous example.
Here are the backups we have on day 12 (numbers in gray denote deleted backups).
1 2 3|4 5 6 7 8 9 |110] 11| 12
1 2 1 3 1 2 1 1 2 1

A new level 3 differential backup has not yet been created, so the backup of day five is still stored.
Since it depends on the full backup of day one, that backup is available as well. This enables us to go
as far baclas 11 days, which is the bestse scenario.

The following day, however, a new thikelvel differential backup is created, and the old full backup is
deleted.

11213456 |7]|8|9]|]10[11|12]|13
4 (1|2 (1|3 |1|2]|1 1]12]1]3

This gives us only a four day recovery interval, which turns out to be the-sasstscenario.

On day 14, the interval is five days. It increases on subsequent days before decreasing again, and so
on.



1 2 3| 4 5 6 7 8 9110|1112 13| 14
4 1 2 1 3 1 2 1 1 2 1 3 1
The roltback period shows how many days we are guaranteed to have even in the worst case. For a
four-level scheme, it is four days.

426.5 Manual start

With the Manual startscheme, you do not have to specify the backup scheddea.can run the
backup plan from thélans and Taskaew manually at any time afterwards.

Specify the appropriate settings as follows.

Backup type

Select the type of backup
A Full- selected by default for all backup locatiofexcept for Acronis Cloud Storage).

A Incremental.At the first time a full backup will be created. The next backups will be
incremental. Selected as the one and only backup type for Acronis Cloud Storage.

A Differential. At the first time a full backup willdocreated. The next backups will be
differential.

4.2.6.6 Initial seeding

This backup scheme is available when Acronis Cloud Storage is selected as the backup destination. A
backup is only successful if you have an Initial Seeding license.

The InitialSeeding service might be unavailable in your region. To find more information, click here:
http://kb.acronis.com/content/15118

Initial seeding enables you to transfer the first backup, which is full and usually the largest, to the
cloud storage on a hardrive instead of over the Internet. Subsequent backups, which are all
incremental and thus usually much smaller, can be transferred over the Internet after the full backup
has arrived in the cloud storage.

If you back up 500 GB of data or more, inite¢ding ensures faster delivery of the backgudata
and lower traffic costs.

Please refer to thelhitial Seeding FAQ. 182)" section for more details.

4.2.7 Archive validation

Setup the validation task to check if the backep data is recoverable. If the backup could not pass
the validation successfully, the validation task fails and the backup plan geEsrirestatus.

Validation of a file backup imitates recovery of all filesn the backup to a dummy destination.
Validation of a volume backup calculates a checksum for every data block saved in the backup.

To set up validation, specify the following parameters

1. When to validateq select when to perform the validation. As the validation is a
resourceintensive operation, it makes sensedohedulethe validation to the managed
machine's offpeak period. On the other hand, if the validation is a major part of your data
protection stategy and you prefer to be immediately informed whether the backpdiata is



not corrupted and can be successfully recovered, think of starting the validation right after
backup creation.

2. What to validatec select either to validate the entire archive the latest backup in the archive.
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of system resources.
Validation of the latest backup may also take time, even if this backup is incremental or
differential, and small in size. This is because the operation validates not only the data physically
contained in the backup, but all of the data recoverable by selecting the backup. This requires
access to previously created backups.

3. Validation scheduldappears only if you have select&din schedulen step 1) set the schedule
of validation. For more information see tischedulindp. 59) section.

4.2.8 Backup plan's credentials

Provide the credentials for the account under which the plan will run. By default, the plan runs under
the agent service account, if created by a user having administrative privileges on the machine. If
created by a regular user, such as a member oltErsgroup, the plan runs under this user's

account.

To specify credentials explicitly

1. If you have administrative privileges on the machine, sdliset the following credentials
Otherwise skip this step.

2. Specify:
A User name When entering the name of an Active Directory user account, be sure to also
specify the domain name (DOMAIsername or Username@domain).

A Password The password for the account.

-

A Confirm passwordReenter the password.
3. ClickOK

To learn more about operations available depending on the user privileges, sekséh€ privileges
on a managed maching. 23) section.

4.2.9 Label (Preserving machine properties in a backup)

Any timedata on a machine is backed up, information about the machine name, operating system,
Windows service pack and security identifier (SID) is added to the backup, along with the
userdefined text label. The label may include the department or machine ownartg or similar
information that can be used as a tag or a key.

If yourecover(p. 95) the machine to a VMware ESX(i) using Agent for VMwaregmorert(p. 119)

the backup to a ESX(i) virtuahohine, these properties will be transferred to the virtual machine's
configuration. You can view them in the virtual machine settibght settings> Options>Advanced

> General> Configuration parametersYou can select, sort and group the virtual machines with the
help of these custom parameters. This can be useful in various scenarios.

Example:

Let's assume you migrate your office or datacenter to a virtual environment. By usingé#ntyd
software tha can access configuration parameters through VMware API, you can automatically apply
security policies to each machine even before powering it on.



To add a text label to a backup:
1. On theCreate backup plafgp. 34) page, clickShow plan's credentials, comments, label
2. InLabel enter the text label or select it from the dregown menu.

Parameters specification

Parameter Value Description

acronisTag.label <string> A userdefined label.
The label can be set by a user when creating a backup
plan.

acronisTag.hostname <string> Host name (FQDN)

acronisTag.os.type <string> Operating system

acronisTag.os.servicepack |0, 1, 2... The version of the Service Pack installed in the system

For Windows OS only.

acronisTag.os.sid <string> Machine's SID.

For example:
S$1-5-21-8741334927822673213928949834.

For Windows OS only.

Values of the "acronisTag.os.type" parameter

Windows XP All Editions winXPProGuest

Windows XP All Editions (64 bit) winXPPro64Guest

Windows Server 2003, All Editions winNetStandardGuest

Windows Server 2003, All Editions (64 bit) winNetStandard64Guest

Windows 2008 winLonghornGuest

Windows 2008 (64 bit) winLonghorn64Guest

Windows Vista winVistaGuest

Windows Vista (64 bit) winVista64Guest

Windows 7 windows7Guest

Windows 7 (64 bit) windows7_64Guest

Windows Server 2008 R2 (64 bit) windows7Server64Guest

Linux otherLinuxGuest

Linux (64 bit) otherLinux64Guest

Other Operating System otherGuest

Other Operating System (64 bit) otherGuest64

Example
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4.2.10 Sequence of operations in a backup plan

If a backup plan contains multiple operations, Acronis Backup performs them in the following order:

1. Cleanup (if configureBefore backup and validation (if cleanup has been performed and
validation is configured to ruAfter the retention rules are appliefl

If a backup was moved to a different location during the cleanup, all the operations coxffigure
for the subsequent locations are performed before continuing to the following steps in the
primary location.

2. Prebackup command execution.

3. Backup:
a. Predata capture command execution
b. Snapshot creation
c. Postdata capture command execution
d. Backup process

4. Start of backup cataloging.

Backup cataloging can be a timmensuming process. It is performed in parallel with the following
steps.

Postbackup command execution.
Disaster Recovery Plan (DRP) creation.
Conversion to a virtual machine.
Backup replication.

Cleanup.

If the replication took place, or a backup was moved to a different location duringebaup, all
the operations configured for the subsequent locations are performed before continuing to the
following steps in the primary location.

10. Validation.
11. Sending email notification.

© 0o NG

4.2.11 Why is the program asking for the password?

A schedwdd or postponed task has to run regardless of users being logged on. In case you have not
explicitly specified the credentials, under which the task(s) will run, the program proposes using your
account. Enter your password, specify another account or anémg scheduled start to manual.

4.3 Simplified naming of backup files

To use simplified naming of backup files, do either of the following:

A In the welcome screen, cli€kreate backup plap. 34), expandShow ba&up file naming,
archive commentsand then selectthe I YS o6 O dzLJ FAf S& dadedkpak. G KS | N
When you back up to a locally attached RDX drive or USB flash drivéartebackup files
using the archive name.check box does not appear. Instead, teenovable device modép.
134) determines whether the standard or simplified naming scheme will be used. In Linux, the
check box appears after you manually mount the device.

A In the wetome screen, clicRack up now(p. 34). Simplified naming will be used whenever the
0l O1dzLd RSAUAY I GA2Y adzLlILR2NIa AG 6aSS awSadNROGA



When you use simplified file naming

A The file name of the first (fl) backup in the archive will consist of the archive name; for
example:MyData.tib. The file names of subsequent (incremental or differential) backups will
have an index. For examplyData2.tib, MyData3.tib, and so on.

This simple naming scheme enabigu to create a portable image of a machine on a detachable
media or move the backups to a different location by using a script.

A Before creating a new full backup, the software will delete the entire archive and start a new
one.

This behavior is usefulhen you rotate USB hard drives and want each drive to kesspgie full
backup(p.57) or allbackups created during a we@k 58). But you might end up with no
backups if a full backup to your only drive fails.

This behavior can be suppressed by addingfrate] variablgp. 55) to the archive name.

When you use standard file naming

A Each backup wilave a unique file name with the exact time stamp and the backup type. For
example:MyData_ 2010 _03_26_17_01_38_960D.fikhis standard file naming allows for a wider
range of backup destinations and backup schemes.

Restrictions

Simplified file naming isat available if you back up to Acronis Secure Zone or Acronis Cloud Storage.

When using simplified file naming, the following functionality is not available:

A Setting up full, incremental and differential backups within a single backup plan. You need to
create separate backup plans for each type of backup.

Setting up replication of backups.

Setting up retention rules.

Setting up regular conversion of backups to a virtual machine.

> > > >

Converting an incremental or differential backup into a full one.
Restrictions on archive names

A The archive name cannot end with a number.

A The FAT16, FAT32, and NTFS file systems do not allow the following characters in the file name:
backslash\), slash/), colon(:), asterisk*), question mark(?), quotation mark"), less than
sign(<), greater than sig(»), and pip€]).

4.3.1 The [DATE] variable

If you specify thgDATE)variable in the archive name, the file name of each backup will include that
ol O1dzLJQa ONBF GA2Yy RIGSO

When using this variable, the dirbackup of a new day will be a full backup. Before creating the next
full backup, the software deletes all backups taken earlier that day. Backups taken before that day
are kept. This means you can store multiple full backups with or without incremaméal but no

more than one full backup per day. You can sort the backups by date. You can also use a script to
copy, move, or delete the older backups.

The value of this variable is the current date surrounded by brackets ([]). The date format depends on
the regional options on the machine. For example, if the date formaasmonth-day, the value for
JanuanyB1, 2012, i$2012-01-31]. Characters that are not supported in a file name, such as slashes

(), are replaced with underscores ().



You can place this variable anywhere in the archive name. You can use both lowercase and
uppercase letters in this variable.

Examples

Example 1Suppose that you perform incremental backups twice a day (at midnight and noon) for
two days, starting on Janna31, 2012. The archive nameMgArchive[DATE] the date format is
yearmonth-day.Here is the list of backup files after day two:

MyArchive[2012-01-31].tib (full, created on January 31 at midnight)
MyArchive[2012-01-31]2.tib (incremental, created odanuary 31 at noon)
MyArchive[2012-02-01].tib (full, created on February 1 at midnight)
MyArchive[2012-02-01]2.tib (incremental, created on February 1 at noon)

Example 2Suppose that you perform full backups, with the same schedule, archive name, tend da
format as in the previous example. Then, the list of backup files after day two is the following:

MyArchive[2012-01-31].tib (full, created on January 31 at noon)
MyArchive[2012-02-01].tib (full, created on February 1 at noon)

This is because the fidhckups created at midnight were replaced by new full backups of the same
day.

4.3.2 Backup splitting and simplified file naming

When a backup is split accordingliackup splittingp. 80) settings, the same indexing is used to also
name parts of the backup. The file name for the next backup will have the next available index.

For example, suppose that the first backup of the arcMy®atahas been split in two parts. Then,
the file namedor this backup arélyDatal.tibandMyData2.tib. The second backup (supposing that
it is not split) will be nametyData3.tib.

4.3.3 Usage examples

This section provides examples of how you can use simplified file naming.

4.3.3.1 Example 1. Daily backup replacing the old one
Consider the following scenario:

A You want to perform a daily full backup of your machine.

A You want to store the backup on a locally attached USB hard drive in théyfilachine.tib.

A You want each new backup to replabte old one.

In this scenario, create a backup plan with a daily schedule. When creating the backup plan, specify

the USB hard drive as the archive location, spédifiachineas the archive name, select tikame
backup files using the archive nameched box, and seledtullas the backup type.

Result.The archive consists of a single file: MyMachine.tib. This file is deleted before creating a new
backup.

If you choose to back up to a locally attached RDX drive or USB flash drive, you will nothsaadhe
backup files using the archive namecheck box. Instead, make sure that tleenovable device
mode (p. 134) is set toRemovable media



4.3.3.2 Example 2. Dally full backups with a date stamp
Consider the following scenario:

A You want to perform a daily full backup of your machine.

A You want to move older backups to a remote location by using a script.

In this scenario, create a backup plan with a daily schedule. When creating the backup plan, specify
MyMachine-[DATE]as the archive name, select tikame backup files using the archive name...
check box, and sele€ullas the backup type.

Result:

A The ba&kups of January 1, 2012, January 2, 2012, and so on, are stored respectively as
MyMachine[2012-01-01].tib, MyMachine[2012-01-02].tib, and so on.

A Your script can move older backups based on the date stamp.
Seealst ¢ KS &5 ((P.65.0F NAI of S¢§

4.3.3.3 Example 3. Hourly backups within a day
Consider the following scenario:

A You want to perform hourly backups of your server's critical files every day.

A You want the first backup of each day to be full and to run at ightnand the subsequent
backups of the day to be differential and to run at 01:00, 02:00, and so on.

A You want to keep older backups in the archive.

In this scenario, create a backup plan with a daily schedule. When creating the backup plan, specify
ServeFiles[Date]as the archive name, select thieame backup files using the archive naeheck

box, specifiDifferential as the backup type, and schedule the backups to run every hour from
midnight.

Result:

A The 24 backups of January 1, 2012, will be stored as ServerFile§[201Rtib,
ServerFiles[20121-01]2.tib, and so on up to ServerFiles[2a01201]24.tib.

A The following day, the backups will start with the full backup ServerFilesf2D02].tib.
See &0"The [Date] variable(p. 55).

4.3.3.4  Example 4. Daily full backups with daily drive swaps

Consider the following scenario:

A You want to perform a daily full backup of your machine.

A You want to store the backup anlocally attached USB hard drive in the KilgMachine.tib.

A You rvlave two such drivgrs. You want to swap thgm befqre egch bavckup SO tpat one dri\{e f:ontgins
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A You want each new backup to replace the backup on the currently attached drive.

In this scenario, create a backup plan with a daily schedule. When creating the backup plan:

A SpecifyMyMachineas the archive name.

A Create a directory such asint/backup andspecify it as the archive location. Each time you
attach a drive, make sure to mount it to the mount polmtnt/backup .



A Select theName backup files using the archive nameheck box.
A SelectFullas the backup type.

Result.Each hard disk drive will otain one full backup. While one drive is attached to the machine,
you can keep the other drive efite for extra data protection.

4.3.3.5 Example 5. Daily backups with weekly drive swaps

Consider the following scenario:

A You want to perform dailpackups of your machine: a full backup each Monday and incremental
backups on Tuesday through Sunday.

A You want to store the backups on a locally attached USB hard drive in the avgiMeachine.

A You have two such drives. You want to swap them each Morwittyas one drive contains
backups of the current week (Monday through Sunday), and the other drive those of the
previous week.

In this scenario, you need to create two backup plans as follows:

a) When creating the first backup plan:
A SpecifyMyMachineas the archive name.

A Create a directory such asnt/backup and specify it as the archive location. Each time you
attach a drive, make sure to mount it to the mount poimtnt/backup .

A Select theName backup files using the archive nameheck box.
A Selectrullas the backup type.
A Schedule the backups to run every week on Monday.

b) When creating the second backup plan, specify the same settings as in the first backup plan, but
selectincrementalas the backup type and schedule the backigogin every week on Tuesday
through Sunday.

Each time you attach a drive, make sure to mount it to the mount paint/backup .

Result:

A Before creating a Monday backup (by the first backup plan), all backups will be deleted from the
currently attached dve.

A While one drive is attached to the machine, you can keep the other drivsiteffor extra data
protection.

4.3.3.6  Example 6. Backups within working hours

Consider the following scenario:

A 2dz 6tyid (2 0 lsCiicaldited evesy dap) a S NI S ND
A You want the first backup of each day to be full and to run at 01:00 AM.

A You want the backups during working hours to be differential and to run every hour from
8:00AM through 5:0(PM.

A You want to include a creation date in theame of each backup file.
In this scenario, you need to create two backup plans as follows:

a) When creating the first backup plan, spe&fgrverFiles|[DATEs the archive name, select the
blFYS o6F O1dzld FAf SA daiekkyoR, sefeéFsllad tivIDdcCkuDifoe, Ard Y S X
schedule the backups to run every day at 01:00360



b) When creating the second backup plan, specify the same settings as in the first backup plan, but
selectDifferential as the backup type and schedule the bgukas follows:

A Run the taskDaily
A Every 1Hour(s)

A From 08:00:00 AM
A Until: 05:01:00 PM

Result:

A The full backup of January 31, 2012, will be stored as ServerFile€)2€R13.tib.

A The 10 differential backups of January 31, 2012, will be stored as ServerFileS1281]2.tib,
ServerFiles[201:R1-31]3.tib, and so on up to ServerFiles[260231]11.tib.

A The following day, February 1, the backups will start with the full backup
Serverites[201202-01].tib. The differential backups will start with ServerFiles[202D1]2.tib.

Seealsé ¢ KS w51 ((P.65. 0 NAI of S¢§

4.4 Scheduling

Acronis scheduler helps the administrator adapt wtkl LJ |y & G2 G KS 2YLI yeQa
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safely protected.

The scheduling is available whemeating a backup plafp. 34) with any of the following backup
schemes: Simple, Custom or Tower of Hanoi. The schedule also can bevasitifdion taskgp.
136).

The scheduler uses local time of the machine the backup plan exists on. Beforegceestimedule,
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Schedule

To define when a task has to be executed, you need to specify an event or multiple events. The task
will be launched as soon as any of the evartsurs. The table below lists the events available under
Linux operating system.

Events
Time: Daily, Weekly, Monthly
Time since completion of the last successful backup within the same backup f
(specify the length of time)

System startup

Condition

For backup operations only, you can specify a condition or multiple conditions in addition to the
events. Once any of the events occurs, the scheduler checks the condition and runs the task if the
condition is met. With multiple conditions, all of them nmilee met simultaneously to enable task
execution. The table below lists the conditions available under Linux operating system.

Condition: run the task only if
Location's host is available

The task run time is within the specified time interval



The spedied period of time has passed since the completion of the last succes
backup within the same backup plan

The scheduler behavior, in case the event occurs but the condition (or any of multiple conditions) is
not met is defined by th&ask start condibns(p. 93) backup option.

What-ifs

A What if an event occurs (and a condition, if any, is met) while the previous task run has not
completed?
The event will be ignored.

A What if an event occurs while the scheduler is waiting for the condition required by the
previous event?

The event will be ignored.
A What if the condition is not met for a very long time?

If delaying a backup is getting risky, you can force the conditédirthe users to log off) or run
the task manually. To automatically handle this situation, you can set the time interval after
which the task will run regardless of the condition.

4.4.1 Dalily schedule

Daily schedule is effective in Windows and Linux operating systems.
To specify a daily schedule
In the Schedulearea, select the appropriate parameter as follows:

Every: <...> day(s) Set up the certain number of days you want the task to be run. For exam
you set Every 2 day(s), the task will be started on every other day.

In the During the day execute the taskarea, select one of the following:
Once at: <...> Set up the timeaat which the task will be run once.

Every: <...> Set up how many times the task will be run during the specified time intel
For example, setting the task frequency to Evehour From10:00:00 AM
Until 10:00:00 PMallows thetask to be run 13 times from 1AM to 10PM
during one day.

From: <...> Until: <...>

In the Effective...area, set the following settings:

From: <...> Set up a date when this schedule will be enabled (an effective date). If th
check box is cleared, the task will be startedtlo@ nearest day and time you
have specified above.

To: <..> Set up a date when this schedule will be disabled. If this check box is cle
the task will be run for an indefinite number of days.

If one or more task launches were missed while the machine was powered off, the software tries to
create a backup at the machine startup. If you do not need this extra backup, cldathbe
machine is turned off, run missed tasks at the machine starttigeck box.

All the settings you made are displayed in Besultfield at the bottom of the window.

Examples

"Simple" daily schedule



Run the task every day at 6PM.

The schedule's parameters are thus set up as follows.
1. Every:lday(s).

2. Once at06:00:00PM.

3. Effective:

From:not set The task will be started on the current day, if it has been created before 6PM. If
you have created the task afterfV, the task will be started for the first time on the next day at
6 PM.

To:not set. The task will be performed for an indefinite number of days.

"Three-hour time interval lasting for three months" schedule

Run the task every three hours. The task starts on a certain date (say, September 15, 2009), and ends
after three months.

The schedle's parameters are thus set up as follows.
1. Every:lday(s).
2. Every:3hours

From:12:00:00 AM(midnight) Until:09:00:00 PM thus, the task will be performed 8 times a
day with a 3 hour time interval. After the last daily recurreat® PM, the next day comes and
the task starts over again from midnight.

3. Effective:

From:09/15/20009. If September 15, 2009 is the current date of the task's creation and, say,
01:15PM is the task's creation time, the task will be started when theestaime interval

comes: at 03:00M in our example.

T0:12/15/2009. On this date the task will be performed for the last time, but the task itself is still
available in thelasksview.

Several daily schedules for one task

There are some cases when youghtineed the task to be run several times a day, or even several
times a day with different time intervals. For such cases, consider adding several schedules to a single
task.

For example, suppose that the task has to be run every 3rd day, starting fr@®2@09, five times

a day:

A first at 8BAM

A second at 1PM (noon)

A third at 3PM

A fourth at 5PM

A fifth at 7PM

The obvious way is to add figample schedules. If you spend one minute for examination, you can
think out a more optimal way. As you can see, the time interval between the first and the second

task's recurrences is 4 hours, and between the third, fourth and fifth is 2 hours. Iraflsstbe
optimal way is to add two schedules to the task.

First daily schedule

1. Every:3day(s).



2. Every4hours.

From:08:00:00 AMUntil: 12:00:00 PM
3. Effective:

From:09/20/20009.

To:not set
Second daily schedule
1. Every:3day(s).
2. Every:2 hour(s).

From:03:00:00 PMUntil: 07:00:00 PM
3. Effective:

From:09/20/20009.

To:not set

4.4.2 Weekly schedule

Weekly schedule is effective in Windows and Linux operating systems.
To specify a weekly schedule
In the Schedulearea, select the appropriate parameter as follows:

Every: <...> week(s) on: <...> Specify a certain number of weeks and the days of the week you want th
task to be run. For example, with the Ev@ryeek(s) orMon setting, the task
will be performed on Monday of every other week.

In the During the day execute the task.area, select one of the following:
Once at: <...> Set up the time at which the task will be run once.

Every: <...> Set ip how many times the task will be run during the specified time inter,
For example, setting the task frequency to Evehour From10:00:00 AM
Until 10:00:00 PMallows the task to be run 13 times from 201 to 10PM
during one day.

From: <...> Until: <...>

In the Effective...area, set the following settings:

From: <...> Set up a date when this schedule will be enabled (an effective date). If th
check box is cleared, the task will be started on the nearest day and time
have specified above.

To: <..> Set up a date when this schedule will be disabled. If this check box is cle
the task will be run for an indefinite number of weeks.

If one or more task launches were missed while the machine was powered off, the software tries to
create a backup atie machine startup. If you do not need this extra backup, clealftthe
machine is turned off, run missed tasks at the machine starttigeck box.

All the settings you made are displayed in Besultfield at the bottom of the window.
Examples
"One dayin the week" schedule

Run the task every Friday at 10PM, starting from a certain date (say 05/14/2009) and ending after six
months.



The schedule's parameters are thus set up as follows.

1. Every:lweek(s) onFri.
2. Once at10:00:00 PM
3. Effective:
From:05/13/2009. The task will be started on the nearest Friday aPM

T0:11/13/2009. The task will be performed for the last time on this date, but the task itself will
still be available in the Tasks view after this date. (If this date were not a Friday, the task would
be last performed on the last Friday preceding this date.)

This schdule is widely used when creating a custom backup scheme. The "One day in thelikeek"
schedule is added to the full backups, while the incremental backups are scheduled to be performed
on workdays. For more details, see the Full and incremental bagkup€leanup example in the

Custom backup schen{p. 46) section.

"Workdays" schedule

Run the task every week on workdays: from Monday through Friday. During a workday, the task
starts only once at M.

The schedule's pararners are thus set up as follows.

1. Every:1lweek(s) oncWorkdays> selecting the <Workdays> check box automatically selects the
corresponding check boxelsl¢n, Tue Wed, Thu, andFri), and leaves the remaining ones
unchanged.

2. Once at09:00:00 PM
3. Effective:

From:empty. If you have created the task, say on Monday at 1&B0 the task will be started
on the same day at BM. If the task was created, say on Friday afteM) then it will be started
for the first time on the nearest waday (Monday in our example) atPM.

End dateempty. The task will be restarted for an indefinite number of weeks.
This schedule is widely used when creating a custom backup scheme. The "Wotikdeystiedule
is added to the incremental backups, whihe full backup is scheduled to be performed one day in

the week. For more details, see the Full and incremental backups plus cleanup example in the
Custom backup schenfp. 46) section.

Several weekly schedules for one task

In the case when the task needs to be run on different days of the weeks with different time intervals,
consider adding a dedicated schedule to every desired day of the week, or to several days.

For example, you need the task to be run with the followsnedule:

A Monday: twice at 1M (noon) and ®M

Tuesday: every 3 hours fromAM until 9PM

Wednesday: every 3 hours from until 9PM

Thursday: every 3 hours fromMM until 9PM

Friday: twice at 12M and 9PM (i.e. same as on Monday)
Saturday: once at BM

Sunday: once at BM

> > > > > > P

Combining the identical times, the following three schedules can be added to the task:



First schedule
1. Every:lweek(s) onMon, Fri.
2. Every9hours
From:12:00:00 PMUntil: 09:00:00 PM
3. Effective:
From:not set
To:not set
Second schedule
1. Everylweek(s) onTue Wed, Thu
2. Every3hours
From09:00:00 AMuntil 09:00:00 PM
3. Effective:
From:not set
To:not set.
Third schedule
1. Every:lweek(s)n: Sat, Sun
2. Once at09:00:00 PM
3. Effective:
From:not set
To:not set

4.4.3 Monthly schedule

Monthly schedule is effective in Windows and Linux operating systems.
To specify a monthly schedule
In the Schedulearea, select the appropriate parameter as follows:
Months: <...> Select a certain month(s) you want to run the task in.

Days: <...> Select specific days of the month to run the task on. You can also select
last day of the month, irrespective of istual date.

On:<..><.> Select specific days of the weeks to run the task on.
In the During the day execute the task.area, select one of the following:
Once at: <...> Set up the time at which the task will be run once.

Every: <...> Set up how many times the task will be run during the specified time intel
For example, setting the task frequency to Evehour From10:00:00 AM
Until 10:00:00 PMallows the task to be run 13 times from 20/ to 10PM
duringone day.

From: <...> Until: <...>

In the Effective...area, set the following settings:

From: <...> Set up a date when this schedule will be enabled (an effective date). If th
check box is cleared, the task will be started on the nearest day and time
have specified above.

To: <..> Set up a date when this schedule will be disabled. If this check box is cle
the task will be run for an indefinite number of months.



If one or more task launches were missed while the machine was powered off, the software tries to
create abackup at the machine startup. If you do not need this extra backup, cledf tine
machine is turned off, run missed tasks at the machine startthgeck box.

All the settings you made are displayed in Besultfield at the bottom of the window.

Exampés

"Last day of every month" schedule
Run the task once at 1M on the last day of every month.

The schedule's parameters are set up as follows.

1. Months:<All months>
2. DaysiLast The task will run on the last day of every month despite its actual date.
3. Once at:10:00:00 PM
4. Effective:
From:empty.
To:empty.

This schedule is widely used when creating a custom backup scheme. The "Last day of every month
schedule is added to thll backups, while the differential backups are scheduled to be performed
once a week and incremental on workdays. For more details, see the Monthly full, weekly differential,
and daily incremental backups plus cleanup example irCilstom backup schengp. 46) section.

"Season" schedule

Run the task on all workdays during the northern autumn seasons of 2009 and 2010. During a
workday, the task is performed every 6 hours fromAN (midnight) until @M.

The schedule's paramters are set up as follows.

1. Months: September, October, November
2. On:<all> <workdays>
3. Every6 hours.
From:12:00:00 AMUntil: 06:00:00 PM
4. Effective:

From:08/30/2009. Actuallythe task will be started on the first workday of September. By setting
up this date we just define that the task must be started in 2009.

T0:12/01/2010. Actually the task will end on the last workday of November. By setting up this
date we just define thiathe task must be discontinued in 2010, after autumn ends in the
northern hemisphere.

Several monthly schedules for one task
In the case when the task needs to be run on different days or weeks with different time intervals

depending on the month, consider adding a dedicated schedule to every desired month or several
months.

Suppose that the task goes into effect on 11/01/2009.

A During northern winter, the task runs once at 10PM on every workday.
A During northern spring and autumn, the task runs every 12 hours on all workdays.
A During northern summer, the task runs every first and fifteenth of every month &\.0



Thus, the followng three schedules are added to the task.

First schedule

1. Months: DecembeyJanuary February
2. On:<All> <All workdays>
3. Once at10:00:00 PM
4. Effective:
From:11/01/20009.
To:not set

Second schedule

1. Months: March, April, May, September October, November.
2. On:<All> <All workdays>
3. Every:12hours
From:12:00:00 AMUntil: 12:00:00 PM
4. Effective:
From:11/01/20009.
To:not set.
Third schedule
1. Months:June July, August
Days1, 15.
Once at10:00:00 PM
Effective:
From:11/01/20009.
To:not set

> wnN

444 Conditions

Conditions add more flexibility to the scheduler, enabling to execute backup tasks with respect to
certain conditions. Once a specified event occurs (see3ebédulindp. 59)" section for the list of
available events), the scheduler checks the specified condition and executes the task if the condition
is met.

Conditions are available only when thaestom backup schenip. 46) is used. You can set conditions for full,
incremental and differential backup separately.

The scheduler behavior in case the event occurs but the condition (or any of multiple conditions) is
not met, is defined by th@ask start coditions (p. 93) backup option. There, you can specify how
important the conditions are for the backup strategy:

A conditions are obligatoryput the backup task run on hold until all the conditions are met.

-

A conditions are preferable, but a backup task run has higher priopty the task on hold for the
specified time interval. If the time interval lapses and the conditions are still not met, run the
task anyway. With this setting, the program will autorsatly handle the situation when the
conditions are not met for too long and further delaying the backup is undesirable.

A backup task start time mattersskip the backup task if the conditions are not met at the time
when the task should be started. Skippitihe task run makes sense when you need to back up
data strictly at the specified time, especially if the events are relatively often.



Adding multiple conditions

If two or more conditions are specified, the backup will start only when all of them are met.

4441 Location's host is available
Applies to: Windows, Linux

"Location's host is available" means that the machine hosting the destination for storing archives on
a networked drive is available.
Example:

Backing up data to the networked location is performed on workdays atPMAf the location's

host is not available at that moment (for instance, due to maintenance work), skip the backup and
wait for the next workday to start the task. It is assumedtttihe backup task should not be started

at all rather than failed.

A Event:Weekly, Everyl week(s) orworkdays> Once a09:00:00 PM
A Condition:Location's host is available
A Task start conditionsSkip the task execution

As aresult,
(1) If 9:00PM comes and the location's host is available, the backup task starts right on time.

(2) If 9:00PM comes but the host is unavailable at the moment, the backup task will start on the next
workday if the location's host is available.

(3) If the location's host wihever be available on workdays at 98B!, the task never starts.

4442 Fits the time interval

Applies to: Windows, Linux

Restricts a backup task's start time to a specified interval.

Example

A company uses different locations on the same netwattkched storage for backing up users data
and servers. The workday starts at 8AM and endsRitI5 Users' data should be backed up as soon

as the users log off, but not earlier than 4BM and not lger than 10PM. Every day at 1RM the
company's servers are backed up. So, all the users' data should be preferably backed up before this
time, in order to free network bandwidth. By specifying the upper limit aB¥Q it is supposed that

the backing umpf users' data does not take more than one hour. If a user is still logged on within the
specified time interval, or logs off at any other tigelo not back up the users' data, i.e. skip task
execution.

A EventWhen logging off The following useAny user.
A Condition:Fits the time interva) from 04:30:00 PMuntil 10:00:00 PM
A Task start conditionsSkip the task execution

As a result,

(1) if the user logs off between 04:30:80/ and 10:00:0@M, the backup task will start immediately
following the loggig off.



(2) if the user logs off at any other time, the task will be skipped.

What if...

What if a task is scheduled to be executed at a certain time and this time is outside the specified time
interval?

For example:

A Event:Daily, Everyl day(s); Once @3:00:00PM.
A Condition:Fits the time interva) from 06:00:00PM until 11:59:59PM.

In this case, whether and when the task will run depends on the task start conditions:

A If the task start conditions ar8kip the task executionthe task will never run.

A If the task start conditions aré/ait until the conditions are metand theRun the task anyway
after check box isleared the task (scheduled to run at 3:80M) will start at 6:0PMt the time
when the condition is met.

A If the task start conditions ar&Vait until the conditions are metand theRun the task anyway
after check box iselectedwith, say, thel Hourwaiting time, the task (scheduled to run at
3:00PM) will start at 4:0PMt the time when the waiting period ends.

4.4.4.3 Time since last backup

Applies to: Windows, Linux

Postpones a backup until the specified time passes since the completion of the last successful backup
within the same backup plan.
Example:

Run the backup task at system startup, but only if more than 12 hours have passed since the last
successful backup.

A EventAt startup, Start the task on machine startup.
A Condition:Time since last backyprime since the last backu2 hour(s).
A Task startonditions:Wait until the conditions are met

As a result,

(2) if the machine is restarted before 12 hours pass since the completion of the latest successful
backup, the scheduler will wait until 12 hours pass, and then will start the task.

(2) if the mahine is restarted after 12 hours have passed since the completion of the latest
successful backup, the backup task will start immediately.

(3) if the machine is never restarted, the task will never start. You can start the backup manually, if
need be, irthe Backup plans and tasksew.

4.5 Replication and retention of backups

Whencreating a backup plafp. 34), you specify the primary location for the backups. In addition,
you can do the following:

A Replicate (copy) each backup to a second location immediately after creation.



A Retain the backups according to the retention rules you specify, and then either move them to a
second location or delete them.

Similarly, you can copy or move backups from @asddocation to a third location and so on. Up to
five consecutive locations are supported (including the primary one).

Note: The replication feature replaces and enhanceslhbal destinationoption, which was available in
Acronis Backup & Recovery 10.

Example.You back up your machine to a local folder. The backup is immediately copied to a network
folder. In the original local folder, the backup is stored for just one month.

The following picture illustrates this example.

Frimary Second
location location

Copy
Machine FBack up to% Local folder | Hmmediately=4 Metwork folder
o

Dalata
from here
after 1 month

Usage scenarios

A Reliable disaster recoverfp. 73)

Store your backups both esite (for immediate recovery) and edfte (to secure the backups
from local storage failure or a natural disaster).

A Keeping only the latest recovery poin{p. 73)

Delete older backups from a fast storage according to retention rules, in order to not overuse
expensive storage space.

A Using Acronis Cloud Backup to protect data from a natural disagpe4)

Replicate thearchive to the cloud storage by transferring only the data changes outside working
hours.

A Reduced costs of storing the backegh data

Store your backups on a fast storage for as long as a need to access them is likely. Then, move
them to a lowercost sbrage to keep them there for a longer term. This enables you to meet
legal requirements on data retention.

Replication and retention in backup schemes

The following table shows availability of replication and retention rules in various backup schemes.

Baclup scheme Cancopy Canmove Can delete
backups backups backups
Manual start(p. 51) Yes No No
Simple(p. 42) Yes Yes Yes
GrandfatherFatherSon Yes No Yes
(GFS)p.43)
Tower of Hanoi(p. 49) Yes No Yes
Custom(p. 46) Yes Yes Yes
Initial seeding(p. 51) No No No

Notes:



A Setting up both copying and moving backups from the same location is not possible.

A With simplified naming of backup fil€p. 54), neither replication nor use of retention rules is
available.

45.1 Supported locations
You can copy or move a backinpm any of these locations:

A Alocal folder on a fixed drive
A A network folder

A An FTP or SFTP server

A Acronis Secure Zone

You can copy or move a backiapany of these locations:

A Alocal folder on a fixedrive
A A network folder

An FTP or SFTP server
Acronis Cloud Storage

Aremovable devic€p. 134) used in theFixed drivemode. (You select the removable device
mode when creating a backup plan.)

> > > >

Backups that were copied or moved to the next location do not depend on the backups remaining in
the original location and vice versa. You can recover data from any backup without access to other
locations.

Restrictions
A Copying or moving backups and fom optical discs (CD, DVD, Bay discs) is not supported.

A Copying or moving backups and fromremovable devices used in tliemovable medianode
is not supported.

A Acronis Cloud Storage can only be the final location. Further copying or moving bfriokujiss
not possible.

A You cannot specify the same location more than once. For example, you cannot move a backup
from one folder to another and then back to the original folder.

45.2 Setting up replication of backups
Setting up replication dbackups is available whemeating a backup plafp. 34).

A To set up replication from the primary location, select Beplicate newly created backup to
another locationcheck box.

-

A To set up replication from the second oruather location, select th&®eplicate backups to
another location as soon as they appear in this locaticimeck box.

Next, select the location where to replicate the backups.

If allowed by the backup scheme, you can also specify when to automaticallg tedebackups
from each of the locations.

A backup is replicated to the next location as soon as it appears in the previous location. If earlier
backups were not replicated (for example, the network connection was lost), the software also
replicates all othe backups that appeared after the last successful replication.



45.3 Setting up retention of backups

You can set retention rules for backups wioeeating a backup plafp. 34). The available retention
rules depen on the chosen backup scheme.

Applying retention rules can be restricted by tReplication/cleanup inactivity timgp. 92) option.

Simple scheme

Each backup is retained until its age exceeds a limit you specify. Then, it is either deleted or moved.

To set up deleting the backups:
A InRetention rulesselects St SGS 61 O dzadi thenfspeSinthelretentidriXperiod.
To set up moving the bagks:

A InRetention rulesselecta 2 S 6 | O dzLJ3 specify #h8 mtendiok peyiod. Undévhere
to replicate/move backupsspecify the location.

The retention rules are applied after creating a backup. For the second and next locations, creating a
badkup means copying or moving a backup there from the previous location.

GrandfatherFatherSon (GFS) scheme

Backups of each type (daily, weekly, and monthly) are retained for the periods you sp&&Bpin
backups and then deleted.

The retention rules arapplied after creating a backup. They are applied sequentially in the primary,
the second and all next locations.
Tower of Hanoi scheme

Each backup is retained based onldtgel(p. 49), and then deleted. You spfcthe number of levels
in Number of levels

The retention rules are applied after creating a backup. They are applied sequentially in the primary,
the second and all next locations.

Custom scheme

Each backup is retained until the rules you specify are een, it is either deleted or moved.

To set up deleting the backups:

A InClean up archiveselectUsing retention rulesIn theRetention Rulesvindow (p. 72), specify
the rules and seledf the specified conditions are met: Delete the oldest backups

A InApply retention rules specify when to apply the rules.

To set up moving the backups:

A InClean up archiveselectUsing retention rulesIn theRetention Rulesvindow (p. 72), specify
the rules and seledf the specified conditions are met: Move the oldest backups to another
location. ClickOKand then specify the location und@vhere to replicate/move backups

A InApply retention rules speci when to apply the rules.
You can choose to apply the retention rules before creating a backup, after creating a backup, on a

schedule, or combine these options. For the secand next locations, creating a backup means
copying or moving a backup there from the previous location.



454 Retention rules for the Custom scheme

In the Retention Rulesvindow, you can select how long to store backipthe location and
whether to move or delete them afterward.

The rules will be applied to all the backups taken ongpecific machinand put in thisspecific
locationby thisspecific backup plarin Acronis Backup, such set of backups is calieardive
To set up retention rules for backups:
1. Specify one of the following (options (a) and (b) are mutually exclusive):
a. Backups older than..and/or Archive size greater than...
A backup will be stored until the specified condition (or both of the conditions) are met.
Example:
Backups older tharb days
Archive size greater thada0O0GB

With these settings, a backup will be stored until it is older than five dagishe size of
the archive containing it exceeds 100 GB.

b. Number of backups in the archive exceeds...

If the number of backups exceeds the specified value, one or more of the oldest backups
will be moved or deleted. The minimal setting is 1.

2. Select whetheto delete the backups or to move them to another location if the specified
conditions are met.

You will be able to specify the location where to move the backups and set up retention rules for
that location after you clicloK

Deleting the last backup in the archive

The retention rules are effective if the archive contains more than one backup. This means that the
last backup in the archive will be kept, even if a retention rule violation is detected. Please do not try
to deletethe only backup you have by applying the retention rideforebackup. This will not work.

Use the alternative settinGlean up archive When there is insufficient space while backing gp.

46) if you accept the risk of losing the last backup.

Deleting or moving backups with dependencies

To access this setting, cliSkow advanced settings the Retention Rulesvindow.

Retention rules presume deleting or moving some backups while retainingthiees. What if the

archive contains incremental and differential backups that depend on each other and on the full
backups they are based on? You cannot, say, delete an outdated full backup and keep its incremental
GOKAf RNBYy ¢ @

When deletion or movement & backup affects other backups, one of the following rules is applied:

A Retain the backup until all dependent backups become subject to deletion (movement)

The outdated backup (marked with th @i icon) will be kept until all backups that depend on it
also become outdated. Then, all the chain will be deleted at once during the regular cleanup. If
you chose moving outdateoackups to the next location, the backup will be copied there

without delay. Only its deletion from the current location is postponed.

This mode helps to avoid the potentially tinmsensuming consolidation but requires extra space
for storing backups whasdeletion is postponed. The archive size and/or the backup age or
number can exceed the values you specify.



This mode is not available for Acronis Cloud Storage when you copy or move backups there. In
the cloud storage, all backups are incremental exdleffirst backup of an archive which is

always full. This chain cannot be entirely deleted because the most recent backup must always
be kept.

A Consolidate these backups

The software will consolidate the backup that is subject to deletion or movemettt tkvé next
dependent backup. For example, the retention rules require to delete a full backup but to retain
the next incremental one. The backups will be combined into a single full backup which will be
dated with the incremental backup date. When an eraental or differential backup from the
middle of the chain is deleted, the resulting backup type will be incremental.

This mode ensures that after each cleanup the archive size and the age or number of backups are
within the bounds you specify. The coridation, however, may take a lot of time and system
resources. You still need some extra space in the vault for temporary files created during
consolidation.

This mode is not available if you selected &rehive size greater tharule for any archive
location except for Acronis Cloud Storage.

What you need to know about consolidation

Please be aware that consolidation is just a method of deletion but not an alternative to deletion.
The resulting backup will not contain data that was present in the deleted backup and was
absent from the retained incremental or differential backup.

455 Usage examples

This section provides examples of how you can replicate backups and set up retention rules for them.

4551 Example 1. Replicating backups to a network folder
Consider the following scenario:

A You want to perform a full backup of your machine manually.
A You want to store the backups Atronis Secure Zor{p. 131) on the machine.
A You want to store a copy of the backups in a network folder.

In this scendo, create a backup plan with thdanual startscheme. When creating the backup plan,
specify Acronis Secure Zone in ttacationfield, selectullin the Backup typefield, select the
Replicate newly created backup to another locatieheck box, and thespecify the network folder

in the 2nd locationfield.

Result:
A 2dz Oy NBO2@SNJ KS YIOKAYySQa @2fdzySa 2N FAf Sa
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stored in a dedicated area of the hard disk.
A You can recover the machine from the network foldleF G KS YI OKAySQ& KI NR RA

455.2 Example 2. Limiting the age and total size of stored backups
Consider the following scenario:

A You want to perform a weekly full backup of your machine.
A You want to keep all backups that are younger than a month.
A You want to keep even older backups, as long as the total size of all backups stays below 200 GB.



In this scenario, create a backup plan with ®estomscheme. When creating the backup plan,
spedfy a weekly schedule for the full backup Gtean up archiveselectUsing retention rules

ClickRetention rules select theBackups older thamnd theArchive size greater thanheck boxes,
and specify respectivelly monthand200 GB Inlf the specified conditions are metselectDelete
the oldest backups

ClickOK InApply retention rules select theAfter backupcheck box.

Result:

A Backups that are younger than one month are kept, regardless of their total size.

A Backups that are olde¢han one month are kept only if the total size of all backups (older plus
younger) does not exceed 200 GB. Otherwise, the software deletes some or all of the older
backups, starting from the oldest one.

4553 Example 3. Replicating backups to the cloud storage

This example assumes that you haetivated(p. 192) a cloud backup subscriptidp. 178) for the
machine that you are backing up.

The following scenario assumes that the amount of data you want to back up is relatively small. For
f I NHSNJ ol OldzLJax aSS awSLX AOFGAYy3 fFNBS |Y2dzyida 2

Consider the following scenario:

A You want to occasionglback up your machine to a local folder.

A You want to keep a copy of the resulting archivegiti in Acronis Cloud Storage.

A No matter when you start the backup, you want the replication to take place outside working
hours, when demand on the Internet moection is lower.

In this scenario, create a backup plan with the desired backup scheme. When creating the backup
plan, specify a local folder in thecationfield. Select thdReplicate newly created backup to
another locationcheck box, and then specitflye cloud storage in thend locationfield.

In Backup options go toReplication/cleanup inactivity timg(p. 92), and specify the working hours
(for example, Monday through Friday from 8:00 until 17:00).

Result:

A After the backup plan starts, the data is backed up to the local folder.

A If the backup finishes outside the working hours, replication starts immediately. Otherwise,
replication is postponed until the end of the working hours.

Note: In thecloudstorage, he second and further backups of an archive will always be incremental, no matter
what type they are in the original location. This leads to efficient use of storage space foloymlivackup
subscription.

Replicating large amounts of data to the cloutbsage

If you are planning to back up 500 GB of data or more, you may want to send the first backup to the
cloud storage on a physical hard drive. This option is provided bipitied Seeding serviag. 182)
which you can byin addition to your cloud backup subscription.

The Initial Seeding service might be unavailable in your region. To find more information, click here:
http://kb.acronis.com/content/15118




During the subsequent backups, only changes to the original data will be sent to the cloud storage
and will not affect network traffic as much.

In this scenario, create a backup plan with thitial seedingscheme. When creating the backup plan,
specify docal folder in theLocationfield. This can be a folder on the hard drive that you are going to
send. For more details,séel 2 6 (2 LISNF2NP. 18y AGALIf ASSRAYyIKE

After you have sent the hard drive and theler status become$he data upload has been
completed edit the backup plan. Change the backup scheme, destination, and replication settings to
those previously described in this section.

The updated backup plan will produce backups that will be replict the cloud storage outside
working hours.

4.6 How to disable backup cataloging

Cataloging a backup adds the contents of the backup to the data catalog as soon as the backup is
created.This process can be timensuming. Therefore, you mayant to disable cataloging on a
managed machine. To do it, go@ptions>Machine optionsand configure thdBackup cataloging
option.

4.7 Default backup options

Each Acronis agent has its own default backup options. Once an agent is installed, the default options
have predefined values, which are referred to piesetsin the documentation. When creating a

backup plan, you can either use a default option, or dderthe default option with the custom

value that will be specific for this plan only.

You can also customize a default option itself by changing its value against t#lefipred one. The
new value will be used by default in all backup plans you widiterater on this machine.

To view and change the default backup options, connect the console to the managed machine and
then selectOptions> Default backup and recovery optiors Default backup optiongrom the top
menu.

Availability of the backup optios
The set of available backup options depends on:

A The environment the agent operates in (Linux, bootable media)
A The type of the data being backed up (disk, file)

A The backup destination (networked location or local disk)

A The backup scheme (manual startusing the scheduler)

The following table summarizes the availability of the backup options.
Agent for Linux Bootable media

(Linuxbased or P¥hased)

Disk backup File backup Disk backup| File backup

Additional settinggp. 77):



Agent for Linux Bootable media

(Linuxbased or P¥ased)

Disk backup File backup Disk backup| File backup

Ask for the first media while] ~ Dest: Dest: Dest: Dest:

backing up to removable removable | removable | removable | removable

media media media media media

Reset archive bit - - - +

Restart the machine - - + +

automatically aftebackup is

finished

Archive protection(p. 78) + + + +

(password + encryption)

Backup catalogin(p. 79) + + - -

Backup performance:

Backup priority(p. 79) + + - -

(p.80) network network network network
share share share share

Backup splittingp. 80) + + + +

Compression levep. 81) + + + +

Disaster recovery plafp. 82) + + - -

E-mail notifications(p. 83) + + - -

Error handlingp. 84):

Do not show messages and + + + +

dialogs while processing

(silent mode)

Reattempt if an error occurs + + + +

Ignore bad sectors + + + +

Event tracing:

SNMP(p. 85) + + - -

Fast incremental/differential + - + -

backup(p. 85)

Filelevel backup snapshot : + ) :

(p. 86)

LVM snapshottingp. 86) + - - -

Media componentgp. 88) Dest: Dest: - -

removable | removable
media media



Agent for Linux Bootable media

(Linuxbased or P¥ased)

Disk backup File backup Disk backup| File backup

Pre/Post backup commands + + PE only PE only
(p. 88)

Pre/Post data capture + + - -
commandgp. 90)

Replication/cleanup + + - -
inactivity time(p. 92)

Sectorby-sector backugp. + - + -

92)

Task failure handlinp. 92) + + - -
Task start conditiongp. 93) + + - -

4.7.1 Additional settings

Specify the additional settings for the backup operation by selecting or clearing the following check
boxes.

Ask for the first media while backing up to removable media

This option is effective only when backing up to removable media.

The option defines whether to display thesert First Medigorompt when backing up to removable
media.

The preset isDisabled

When the option is enabled, backing up to removable media bbeayot possible if the user is away,
because the program will wait for someone to press OK in the prompt box. Hence, you should disable
the prompt when scheduling a backup to removable media. Then, if the removable media is available
(for example, a DVD inserted), the task can run unattended.

Reset archive bit

The option is effective only for flevel backup in Windows operating systems and in bootable
media.

The preset isDisabled

In Windows operating systems, each file hasFile is ready for ahivingattribute, available by
selectingFile-> Properties-> General-> Advanced-> Archive and Index attributesThis attribute,

also known as the archive bit, is set by the operating system each time the file is changed and can be
reset by backup applications each time they include the file in a backup. The archive bit value is used
by various applications such databases.

When theReset archive bitheck box is selected, Acronis Backup will reset the archive bits of all files
being backed up. Acronis Backup itself does not use the archive bit value. When performing
incremental or differential backup, it deterngs whether a file has changed by the file size and the
date/time when the file was last saved.



Restart the machine automatically after backup is finished

This option is available only when operating under bootable media.
The preset isDisabled

When the @tion is enabled, Acronis Backup will restart the machine after the backup process is
completed.

For example, if the machine boots from a hard disk drive by default and you select this check box, the
machine will be restarted and the operating system sidirt as soon as the bootable agent has
finished creating the backup.

4.7.2 Archive protection

This option is effective for Windows and Linux operating systems and bootable media.
This option is effective for both didkvel and filelevel backup.
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content will be encrypted.

This option is not available when the archive already contains backups. For example, this option may
not be available:

A When youspecify an already existing archive as the destination of the backup plan.

A When you edit a backup plan that has already resulted in a backup.

The preset isDisabled.

To protect the archive from unauthorized access
1. Select theSet password for the archiveheck box.
2. IntheEnter the passwordield, type a password.
3. In theConfirm the passwordield, retype the password.
4. Select one of the following:
A Do not encryptc the archive will be protected with the password only

A AES 128 the archive will be encrypted using the Advanced Encryption Standard (AES)
algorithm with a 12&it key

A AES 192 the archive will be encrypted using the AES algorithm with akioRey
A AES 256 the archive will be encrypted using the AES algorithrh @i256bit key.
5. ClickOK

The AES cryptographic algorithm operates in the Ciplagk chaining (CBC) mode and uses a
randomly generated key with a usdefined size of 128, 192 or 256 bits. The larger the key size, the
longer it will take for the progma to encrypt the archive and the more secure your data will be.

The encryption key is then encrypted with AESS using a SH256 hash of the password as a key.

The password itself is not stored anywhere on the disk or in the backup file; the passwoid hash
used for verification purposes. With this tWevel security, the backup data is protected from any

unauthorized access, but recovering a lost password is not possible.



4.7.3 Backup cataloging

Cataloging a backup adds the contents of the bpdkuthe data catalog. Using the data catalog, you
can easily find the required version of data and select it for recovery.

TheBackup catalogingption specifies whether full or fast cataloging will be performed on a backup
as soon as the backup is credte

This option is effective only if backup cataloging is enabled obdlbkedup machineor on the
storage node

The preset iskull cataloging

If you selecfull catalogingthe backup contents are cataloged to the highest possible level of detail.
Thismeans that the following data will be displayed in the catalog:

A For a diskevel backup disks, volumes, files, and folders.
A For a filelevel backup files and folders.

You may want to seleast catalogingf the full cataloging tends taffect the performance of the
managed machine or if your backup window is too narrow. The following data will be displayed in the
catalog:

A For a diskevel backup only disks and volumes.
A For a filelevel backup nothing.

To add the full contents of aady existing backups to the catalog, you can start the full cataloging
manually when appropriate.

For more information about using the data catalog, see"tbata catalog'{p. 98) section.

4.7.4 Backup performance

Use this group of options to specify the amount of network and system resources to allocate to the
backup process.

Backup performance options might have a more or less noticeable effect on the speed of the backup
process. This depends on the overall sgstonfiguration and the physical characteristics of devices
the backup is being performed from or to.

4.7.4.1  Backup priority

This option is effective for both Windows and Linux operating systems.

The priority of a process running in a system deteesithe amount of CPU and system resources
allocated to that process. Decreasing the backup priority will free more resources for other
applications. Increasing the backup priority might speed up the backup process by requesting the
operating system to acate more resources like the CPU to the backup application. However, the
resulting effect will depend on the overall CPU usage and other factors like disk in/out speed or
network traffic.

The preset istow.
To specify the backup process priority

Select me of the following:



A Low¢to minimize resources taken by the backup process, leaving more resources to other
processes running on the machine

A Normalc to run the backup process with normal speed, allocating resources on a par with other
processes

A Highc¢ to maximize the backup process speed by taking resources from other processes.

4.7.4.2  HDD writing speed

This option is effective for Windows and Linux operating systems and bootable media.

This option is available when an internal (fixed) hard diske machine being backed up is selected
as the backup destination

Backing up to a fixed hard disk (for example, to Acronis Secure Zone) may slow performance of the
operating system and applications because of the large amounts of data that needs titba @
the disk. You can limit the hard disk usage by the backup process to the desired level.

The preset isMaximum.
To set the desired HDD writing speed for backup

Do any of the following:

A ClickWriting speed stated as a percentage of the maximunesp of the destination hard disk
and then drag the slider or select a percentage in the box

A ClickWriting speed stated in kilobytes per secondnd then enter the writing speed in kilobytes
per second.

4.7.4.3  Network connection speed

This options effective for Windows and Linux operating systems and bootable media.

This option is available when a location on the network (network share, managed vault or an
FTP/SFTP server) is selected as the backup destination.

The option defines the amount of ngbrk connection bandwidth allocated for transferring the
backup data.

By default the speed is set to maximum, i.e. the software uses all the network bandwidth it can get
when transferring the backup data. Use this option to reserve a part of the netwaordwaidth for
other network activities.

The preset isMaximum.
To set the network connection speed for backup

Do any of the following:

A ClickTransferring speed stated as a percentage of the estimated maximum speed of the
network connection and then drag the slider or type a percentage in the box

A ClickTransferring speed stated in kilobytes per secqrahd then enter the bandwidth limit for
transferring backup data in kilobytes per second.

475 Backup splitting

This option is effetive for Windows and Linux operating systems and bootable media.



This option is not effective when the backup destination is Acronis Cloud Storage.
The option defines how a backup can be split.
The preset isAutomatic

The following settings are available

Automatic

With this setting, Acronis Backup will act as follows.

A When backing up to a hard disk or a network share:
A single backup file will be created if the destination disk's file system allows the estimated file
size.

The backup will automaticallye split into several files if the destination disk's file system does
not allow the estimated file size. This might be the case when the backup is placed on FAT16 and
FAT32 file systems that have #8 file size limit.

If the destination disk runs outfdree space while creating the backup, the task entersNbeed
interaction state. You have the ability to free additional space and retry the operation. If you do
so, the resulting backup will be split into the parts created before and after the retry.

A When backing up to removable medi{&D, DVD, BIRay Discs, an RDX or USB drive used in the
removable devicép. 134) mode):

The task will enter th&leed interactionstate and ask for a new media when the previous one is
full.

A When backing up to an FTP or SFTP server:

A single backup file will be created. If the destination storage runs out of free space while
creating the backup, the task will fail.

When youreplicate or move a backufp. 68) to other locations, these rules apply to each location
independently.

Example.

Suppose that the primary location for a@&B backup is an NTFS volume, the second location is a
FAT32 volume, and thhird location is a network share. In this case, the backup will be stored as a
single file in the primary location, as two files in the second location, and as a single file again in the
third location.

Fixed size

Enter the desired file size or selecfriim the dropdown list. The backup will then be split into

multiple files of the specified size. This comes in handy when creating a backup that you plan to burn
to multiple CDs or DVDs later on. You might also need to split a backup@Bdies if gu are

backing up to an old FTP server that has a file size limitation.

476 Compression level

This option is effective for Windows and Linux operating systems and bootable media.
The option defines the level of compression applied to the datagkacked up.
The preset isNormal.

The optimal data compression level depends on the type of data being backed up. For example, even
maximum compression will not significantly reduce the archive size if the archive contains essentially



compressed files,ugh as .jpg, .pdf or . mp3. However, formats such as .doc or .xls will be compressed
well.

To specify the compression level

Select one of the following:

A Nonec the data will be copied as is, without any compression. The resulting backup size will be
maxima.

A Normalc recommended in most cases.
A Highg the resulting backup size will typically be less than forNlbemallevel.
A

Maximum ¢ the data will be compressed as much as possible. The backup duration will be
maximal. You may want to select maximum coegsion when backing up to removable media
to reduce the number of blank disks required.

4.7.7 Disaster recovery plan (DRP)

This option is effective for Windows and Linux but is not applicable to bootable media.
This option is not effective for éllevel backups.

Disaster recovery plan (DRP) contains a list of backed up data items and detailed instructions that
guide a user through a process of recovering these items from a backup.

A DRP is created after the first successful backup is performttkackup plan. If th&end

disaster recovery plansption is enabled, the DRP is sent byail to the specified list of users. If

the Save DRP as filaption is enabled, the DRP is saved as a file to the specified location. The DRP

will be created agaiin the following cases:

A The backup plan has been edited so that the DRP parameters changed.

A The backup contains new data items or does not contain items previously backed up. (This does
not apply to such data items as files or folders.)

You can specify lacal folder, a network folder, an FTP or SFTP server as a location to save the DRPs.
DRP and posbackup commands

Note that the DRP will not automatically change if goatkup commands in your backup plan copy
or move the backups from the original loat. The DRP points only to the locations specified in the
backup plan.

Adding information to a DRP template

You can append additional information to a DRP template if you are well familiar with XML and HTML.
The default paths to the DRP template are:

A %ProgramFiles¥Acronid BackupAndRecovekyrp.xsl- in 32-bit Windows

A %ProgramFiles(x86)tAcronid BackupAndRecovekgrp.xsl- in 64-bit Windows

A Justllib/ AcronigBackupAndRecovery/drp.xslin Linux

To set up sending DRPs:

1. Select theSend disaster recovery plartheck box.

2. Enter the email address in th&mail Addresdield. You can enter severalneail addresses in a
semicolondelimited format.

3. [Optional] Change the default value of tBeibjectfield, if necessary.



4.

5.

Enter the paramters of access to the SMTP server. For more detailed informatiori-ses!
notifications(p. 112).

[Optional] Clicksend test email messagéo check if the settings are correct.

To set up saving DRPs as files:

1.
2.

Select theSave DRP as filtheck box.
ClickBrowseto specify a location for the DRP files.

4.7.8 E-mall notifications

This option is effective for Windows and Linux operating systems.

This option is not available when operating under the bootable media.

The option enables you to receivengail notifications about the backup task's successful completion,
failure or when user interaction is required.

The preset isDisabled

To configuree-mail notification

1.
2.

Select theSend email notificationscheck box to activate notifications.
UnderSend email notifications, select the appropriate check boxes as follows:
A When backup completes successfully

A When backup fails

A Whenuser interaction is required

Select theAdd full log to notificationcheck box if you want the-mail notification to include log
entries for the operation.

In the Email addressedield, type the destination @nail address. You can enter several
addresses separated by semicolons.

In the Subjectfield, type the notification subject.

The subject can include ordinary text and one or more variables. In the received messages,
each variable will be replaced by its value at the time of task execution. The following variables
are supported:

A %description%

For a machine running Windows, tedescription%variable will be replaced by the text that
is given in theComputerdescriptionfield of the machine. To specify this text, either go to
Control panel> Systemor run the following command as an administrator:

net config server /srycomment:<text>

For a machine running Linux, tBedescription%variable will be replaced by an empty string

).
A %subject%

The%subject%ariable will be replaced by the following phraSesk <task name> <task
result> on machine <machine name>.

In the SMTP servetfield, enter the name of the outgoing mail server (SMTP).
In the Portfield, set the port of the outgoing mail server. By default, the port is s@bto

If the outgoing mail server requires authentication, enteser nameand Passwordof the
sender's emailaccount.



If the SMTP server does not require authentication, leavetber nameand Passwordields
blank. If you are not sure whether the SMTP server requires authentication, contact your
network administrator or your @nail service provider for assistee.

9. ClickAdditional email parameters..to configure additional @nail parameters as follows:

a. Fromgtype the name of the sender. If you leave this field empty, the messages will contain
the sender's email account in thd=romfield.

b. Use encryptiong you can opt for encrypted connection to the mail server. SSL and TLS
encryption types are available for selection.

c. Some Internet service providers require authentication on the incoming mail server before
being allowed to send sometiny. If this is your case, select theg on to incoming mail
servercheck box to enable a POP server and to set up its settings:

A Incoming mail server (POR)enter the name of the POP server.
A Port¢ set the port of the POP server. By default, the port is sdtli@
A User nameandPasswordf the incoming mail server.

d. ClickOK

10. ClickSend test email messagédo check whether email notifications work correctly with the
specified settings.

4.7.9 Error handling

These options are effective for Windows and Linux operating systems and bootable media.

These options enable you to specify how to handle errors that might occur during backup.

Do not show messages and dialogs while processing (silent mode)
The preset isDisabled

With the silent mode enabled, the program will automatically handle situations requiring user
interaction (except for handling bad sectors, which is defined as a atpaption). If an operation
cannot continue without user interaction, it will fail. Details of the operation, including errors, if any,
can be found in the operation log.

Reattempt, if an error occurs

The preset isEnabled. Number of attempts: 30. Inteal between attempts: 30 seconds.

When a recoverable error occurs, the programateempts to perform the unsuccessful operation.

You can set the time interval and the number of attempts. The attempts will be stopped as soon as
the operation succeeds ORelspecified number of attempts are performed, depending on which
comes first.

For example, if the backup destination on the network becomes unavailable or not reachable, the
program will attempt to reach the destination every 30 seconds, but no more tBamfes. The

attempts will be stopped as soon as the connection is resumed OR the specified humber of attempts
is performed, depending on which comes first.

If Acronis Cloud Storage is selected as the primary, the second, or a further backup locatiptipthealue is
automatically set tdEnabled. Number of attempts: 3Q0@egardless of the default value.

Ignore bad sectors
The preset isDisabled



When the option is disabled, the program will display a-pppvindow each time it comes across a
bad sectorand ask for a user decision as to whether to continue or stop the backup procedure. In
order to back up the valid information on a rapidly dying disk, enable ignoring bad sectors. The rest
of the data will be backed up and you will be able to mount theuléng disk backup and extract

valid files to another disk.

4.7.10 Eventtracing

It is possible to send log events of the backup operations, performed on the managed machine, to
the specified SNMP managers.

4.7.10.1 SNMP naotifications

This opion is effective for both Windows and Linux operating systems.
This option is not available when operating under the bootable media.

The option defines whether the agent(s) operating on the managed machine have to send the log
events of the backup operatis to the specified Simple Network Management Protocol (SNMP)
managers. You can choose the types of events to be sent.

For detailed information about using SNMP with Acronis Backup, pleas&sppdrt for SNMPp.
32)".

The preset istUse the setting set in the Machine options.

To select whether to send the backup operations events to the SNMP managers:

Choose one of the following:

A Use the setting set in the Machine optiorsto use the settingpecified for the machine. For
more information refer taMachine options

A Send SNMP notifications individually for backup operation evegt® send the events of the
backup operations to the specified SNMP managers.

A Types of events to send choose the ypes of events to be sendill events Errors and
warnings or Errors only

A Server name/IR; type the name or IP address of the host running the SNMP management
application, the messages will be sent to.

A Community¢ type the name of the SNMP community tdiwh both the host running the
SNMP management application and the sending machine belong. The typical community is
"public".

ClickSend test messag® check if the settings are correct.

A Do not send SNMP notificationsto disable sending thivg events of the backup operations to
SNMP managers.

4.7.11 Fastincremental/differential backup

The option is effective in Windows and Linux operating systems and bootable media.
This option is effective for incremental and differential diskelbackup.

This option defines whether a file change is detected using the file size and time stamp or by
comparing the file contents to those stored in the archive.



The preset isEnabled.

Incremental or dferential backup captures only data changes. To speed up the backup process, the
program determines whether a file has changed or not by the file size and the date/time when the
file was last modified. Disabling this feature will make the program contparentire file contents

to those stored in the archive.

4.7.12 File-level backup snapshot

This option is effective only for filevel backup in Windows and Linux operating systems.

This option defines whether to back up files one by one or by ¢ggiiminstant data snapshot.

Note: Files that are stored on network shares are always backed up one by one.

The preset isCreate snapshot if it is possible.

Select one of the following:

A Always create a snapshot

The snapshot enables backing up of all files including files opened for exclusive access. The files
will be backed up at the same point in time. Choose this setting only if these factors are critical,
that is, backing up files without a snapshot does nakmsense. To use a snapshot, the backup
plan has to run under the account with the Administrator or Backup Operator privileges. If a
snapshot cannot be taken, the backup will fail.

A Create a snapshot if it is possible
Back up files directly if taking aapshot is not possible.
A Do not create a snapshot

Always back up files directly. Administrator or Backup Operator privileges are not required.
Trying to back up files that are opened for exclusive access will result in a read error. Files in the
backup nay be not timeconsistent.

4.7.13 LVM snapshotting

This option is effective only for Linux operating systems. This option is effective for botbwdikk
and filelevel backup of volumes managed by Linux Logical Volume Manager (LVM). Such acdumes
also called logical volumes.

This option defines how a snapshot of a logical volume is taken. Acronis Backup can do this on its
own or rely on Linux Logical Volume Manager (LVM). Use of a snapshot ensuresaniiseent
backup of a volume whose dataay change during the backup process.

The preset isAcronisBackup

Select one of the following:
A AcronisBackup

Acronis Backup will take the snapshot on its own. Withghkiting, a backup normally proceeds
faster and unallocated space on the volume group is not required. Therefore, we recommend
changing the preset only if you are experiencing problems with backing up logical volumes.

A Logical volume manager



Acronis Backupill use the snapshot taken by LVM. This snapshot is stored on unallocated space of
the volume group. If the unallocated space is missing, Acronis Backup will take the snapshot on its
own.

A detailed explanation of LVM snapshotting

Once a volume snapshot is taken, and the data starts changing, the old data has to be kept
somewhere until it is saved to the backup.

A Acronis Backup keeps the old data mostly in the RAM. (Duringlavidébackup, the software
may create a temporary @lin/tmp if the old data size significantly grows.)

A LVM needs a temporary logical volume (a snapshot logical volume) for keeping the old data (see
http://tldp.org/HOWTO/LVMHOWTO/snapshots_backup.himWriting this data onto the
volume causes a large mber of disk I/O operations. This is why the backup is usually slower
when a snapshot is taken by LVM.

If you choose to use LVM, Acronis Backup creates a snapshot logical volume on its own. The software
proceeds as follows:

1. Checks the &ickedup volume size (not data size, but volume size).

2. Calculates 10 percent of that sizeay, 10GB.

3. Checks if there is at least BB of unallocated space on the corresponding volume group.

4

If there is, creates a @B snapshot logical volume (using thereate - s command) and
starts backing up. Otherwise, the software backs up using the Acronis snapshot.

5. Deletes the snapshot volume as soon as it is no longer needed.

Multiple logical volumes are backed up one by one. For each of them, the software creates a
separate snapshot volume of the corresponding size. Only one snapshot volume is stored at a time.

If the data changes extremely fast while the software is keegirgshapshot, the snapshot logical
volume will run out of space and the backup will fail. That is why you can change pleeceédt
default value to any value up to 1@@rcent (which guarantees success) in
letc/Acronis/BackupAndRecovery.config

To changehe default size of a snapshot logical volume:

1. Decide how much unallocated space you want to use. If you are backing up two or more logical
volumes, base your choice on the size of the biggest of them.

Tip: To view the amount of unallocated space on a volume group, rungtiisplay command and then
examine theree PE/ Size line. To view the sizes of logical volumes, runttesplay command
and then examine theV Size lines.

2. Open the fileletc/ AcronigBackupAndRecovery.config a text editor.
3. Locate the linexvalue name="MMSDirPath" type="TString">

4. Add the following fragment directly before that line:

<key name="LVMSnapshots">
<value name="MinimalVGFreeRelative" type="TString">
20
</value>
</key>

In this example, the new value is 20 percent. The number must be integer.
5. Save the file. The new setting will take effect at the next backup. No service restart is needed.



4.7.14 Media components

This option is effective for both Windows and Linux operating systems, when the backup destination
is CD, DVD, or Bluay Disc (BD).

When backing up to this media, you can make this media work as regulatdasestbootable
media(p. 201) by writing additional components to it. As a result, you will not need a separate
rescue disc.

The preset isNo bootable components.

Choose one of the following components you want to put on the bootable media:

A AcronisBootable Agenis abootable rescue utility (based on Linux kernel) that includes most of
the functionality of the Acronis Backup agent. Put this component on the media if you want more
functionality during recovery. You will be able to configure the recovery operation isatine
way as under regular bootable media. If the media is being created in Windows, the disk
management functionality will also be available.

A AcronisBootable Agent and On€lick RestoreThe OneClick Restore is the minimal addition to
a disk backup sted on removable media, allowing for easy recovery from this backup. If you
boot a machine from the media and cliRkinAcronisOne<click Restorethe disk will be
immediately recovered from the backup contained on the same media.

Caution:Because the onelick approach does not presume user selections, such as selecting volumes to
recover, Acronis Or@lick Restore always recovers the entire disk. If your disk contains several volumes and
you are planning to use Acronis G@kck Restore, include all thelwmes in the backup. Any volumes

missing from the backup will be lost.

4.7.15 Pre/Post commands

This option is effective for Windows and Linux operating systems aihéi$tiel bootable media.

The option enables you to define the commands to be autacadly executed before and after the
backup procedure.

The following scheme illustrates when pre/post commands are executed.

Prebackup Backup Postbackup
command command

Examples of how you can use the pre/post commands:

A Delete some temporary files from the disk before starting backup.
A Configure a thireparty antivirus product to be started each time before the backup starts.

A Selectively copy backups from an archive to another location. This option may be useful because
the replication configured in a backup plan copesrybackup of an archive to subsequent
locations.

Acronis Backup performs the replicatiafier executing the posbackup command. For more
information see'Sequence of operations in a backup plép:'54).

The program does not support interactive commands, i.e. commands that require user input (for
example, "pause").

To specify pre/post commands
1. Enable pre/post commands execution by checking the following options:
A Execute before the backup



A Execute after the backup
2. Do any of the following:

A ClickEditto specify a new command or a batch file

A Select the existing command or the batch file from the ddmpvn list
3. ClickOK

4.7.15.1 Pre-backup command
To specify a command/batch file to be executed before the backup process starts

1. IntheCommandfield, type a command orrbwse to a batch file. The program does not support
interactive commands, i.e. commands that require user input (for example, "pause".)

2. In theWorking directoryfield, specify a path to a directory where the command/batch file will
be executed.

3. IntheArgumentsT A St R aLISOATEe G(KS 02YYlIyRQa SESOQdziazy |
4. Depending on the result you want to obtain, select the appropriate options as described in the
table below.
5. ClickTest commando check if the command is correct.
Check box Selection

Fail the task if the command Selected Cleared Selected Cleared
execution fails*
Do not back up until the Selected Selected Cleared Cleared
command execution is
complete
Result
Preset Perform the N/A Perform the backup
Perform the backup backup aftgr the concurrently with
command is the command
only after the . .
. executed despite execution and
command is . . . .
execution failure irrespective of the
successfully :
. Oor success. command executior
executed. Fail the result

task if the commanc
execution fails.

* A command is considered failed if its exit code is not equal to zero.

4.7.15.2 Postbackup command
To specify a command/executable file to be executed after the backup is completed
1. IntheCommandfield, type a command or browse to a batch file.

2. In theWorking directoryfield, specify a path to a directory where the command/batch file will
be executed.

3. In the Argumentsfield, specify the command execution arguments, if required.

4. Select theFail the task if the command execution faidheck box if successful execution of the
command is critical for you. The command is considered failed if its exiisote equal to zero.
If the command execution fails, the program will remove the resulting TIB file and temporary files
if possible, and the task run result will be set to Failed.



When the check box is not selected, the command execution result doedfeot the task
execution failure or success. You can track the command execution result by exploring the log or
the errors and warnings displayed in thegview.

5. ClickTest Commando check if the command is correct.

4.7.16 Pre/Post data capture commands

This option is effective for both Windows and Linux operating systems.

The option enables you to define the commands to be automatically executed before and after data
capture (that is, taking the data snapshot). Data capture is performed by Addackup at the
beginning of the backup procedure.

The following scheme illustrates when the pre/post data capture commands are executed.

e Backup = - >
Prebackup Predata Data Postdata Postbackup
command capture capture capture command
command command

If the Volume Shadow Copy Servimgtion is enabled, the commands' execution and the Microsoft
VSS actions will be sequenced as follows:

b. ST2NB R lcdnmandsk> VBSd&dEBetd Data capture> VSS Resume "After data
capture" commands.

Using the pre/post data capture commands, you can suspend and resume a database or application
that is not compatible with VSS. As opposed toRie/Post command§. 88), the pre/post data
capture commands will be executed before and after the data capture process. This takes seconds.
The entire backup procedure may take much longer, depending on the amount of data to be backe
up. Therefore, the database or application idle time will be minimal.
To specify pre/post data capture commands
1. Enable pre/post data capture commands execution by checking the following options:

A Execute before the data capture

A Execute after the data capture
2. Do any of the following:

A ClickEditto specify a new command or a batch file

A Select the existing command or the batch file from the ddmpvn list
3. ClickOK

4.7.16.1 Pre-data capture command
To specify a command/batcfile to be executed before data capture

1. IntheCommandfield, type a command or browse to a batch file. The program does not support
interactive commands, i.e. commands that require user input (for example, "pause”.)

2. IntheWorking drectory field, specify a path to a directory where the command/batch file will
be executed.

3. IntheArgumentsT A St R aLISOATE (KS O02YYlIyRQa SESOdziAzy |
4. Depending on the result you want to obtain, select the ayprate options as described in the

table below.
5. ClickTest commando check if the command is correct.



Check box Selection

Fail the backup task if the Selected Cleared Selected Cleared
command execution fails*
Do not perform the data Selected Selected Cleared Cleared

capture until the command
execution is complete

Result
Preset Perform the data | N/A Perform the data
capture after the capture concurrently

Perform the data

command is with the command
capture only after the . . :
: executed despite and irrespective of
command is ) .
execution failure the command
successfully executed .
or success. execution result.

Fail the task if the
command execution
fails.

* A command is considered failed if its exit codadsequal to zero.

4.7.16.2 Postdata capture command
To specify a command/batch file to be executed after data capture

1. IntheCommandfield, type a command or browse to a batch file. The program does not support
interactive commands, i.e. commands that require user input (for example, "pause".)

2. IntheWorking directoryfield, specify a path to a directory where the command/batch filk w
be executed.

3. IntheArgumentsF A St R aLISOATe G(KS O02YYIFIyRQa SESOdziAazy |
4. Depending on the result you want to obtain, select the appropriate options as described in the

table below.
5. ClickTest commando check if the command is coriec

Check box Selection
Fail the task if the command Selected Cleared Selected Cleared
execution fails*
Do not back up until the Selected Selected Cleared Cleared
command execution is
complete
Result
Preset Continue the N/A Continue the
backup after the backup concurrently

Continue the backup
only after the
command is
successfully
executed. Delete the
TIB file and
temporary files and
fail the task if the
command execution
fails.

command is with the command
executed despite execution and
command irrespective of the
execution failure command executior
or success. result.

* A command is considered failed if its exit code is not equal to zero.



4.7.17 Replication/cleanup inactivity time

This option is effective only if you set tgplication or retention rulegp. 68) for the backups.

This option defines a time period when starting replication or applying retention rules is not allowed.
The operations will be performed when the inactivity time ends, if the machine is powered on at that
moment. The operations that had started before tin@ctivity time began continue without

interruption.

The inactivity time affects all locations, including the primary one.
The preset isDisabled.

To specify the inactivity time, select tio not start replication/cleanup within the following time
checkbox, and then select the days and the time period during the day.

Usage example

You may want to use this option to separate the backup process from replication or cleanup. For
example, suppose that you back up machines locally during the day and refiiedtackups to a
network folder. Make the inactivity time contain the working hours. Replication will be performed
after the working hours, when network load is lower.

4.7.18 Sector-by-sector backup
The option is effective only for did&vel backp.

To create an exact copy of a disk or volume on a physical level, sel@®ackeaip sectoby-sector
check box. The resulting backup will be equal in size to the disk being backed uCfhtpecssion
level (p. 81) option is set tdNone). Use the secteby-sector backup for backing up drives with
unrecognized or unsupported file systems and other proprietary data formats.

4.7.19 Task failure handling

This option is effective for Windows and Linux opegsystems.
This option is not available when operating under the bootable media.
This option determines the program behavior when any of the backup plan's tasks fails.

The preset isiot to restart a failed task.



The program will try to execute the failedsk again if you select thRestart a failed taskheck box

and specify the number of attempts and the time interval between the attempts. The program stops
trying as soon as an attempt completes successfully OR the specified number of attempts is
performed, depending on which comes first.

tl:a_ zml ” l I
Failed Failed Succeded
Idle  Running Idle  Running Idle
Task state —

Interval between attempts t

N=3; none of attempts succeeded
Failed Failed Falled Failed
Idle  Running Idle  Running Idle  Running Idle
Task state —

If the task fails because of a mistake in the backup plan, you can edit the fplartive task is in the Idle state.
While the task is running, you have to stop it prior to editing the backup plan.

4.7.20 Task start conditions

This option is effective in Windows and Linux operating systems.
This option is not available when operating under bootable media.

This option determines the program behavior in case a backup task is about to start (the scheduled
time comes or the event specified in the schedule occurs), but the condition (or anytgdlenul
conditions) is not met. For more information on conditions pleaseS#edulingp. 59) and

Conditiongp. 66).

The preset isWait until the conditions are met.

Wait until the conditions are met

With this setting, the scheduler starts monitoring the conditions and launches the task as soon as the
conditions are met. If the conditions are never met, the task will never start.

To handle the situation when the conidihs are not met for too long and further delaying the backup
is becoming risky, you can set the time interval after which the task will run irrespective of the
condition. Select th&®un the task anyway aftecheck box and specify the time interval. The task will
start as soon as the conditions are met OR the maximum time delay lapses, depending on which
comes first.



Time diagram: Wait until conditions are met

Time int | > waiting f iti
Scheduled t—————————Time interval———————— =
time or event _
r.l"
False -I True
Condition o
! t
Idl= Waiting Running Idile
Task state _ | I —
t
=
Scheduled
time or event Time intaral—e
i
Falsa —I True
Condition =
t
Idle Waiting Running el
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Skip the task execution

Delaying a backup might be unacceptable, for example, when you need to back up data strictly at the
specified time. Then it makes sense to gkip backup rather than wait for the conditions, especially
if the events occur relatively often.



> Recovery

When it comes to data recovery, first consider the most functional method: connecbtisole to
the managedmachine running the operating systemnd create the recovery task.

If the managed machinetsperating system fails to starbr you need taecover data to bare metal
boot the machine from théootable medigp. 201) or usingAcronis Startup Recovery Managpr
158). Then, create a recovery task.

The most recent operating systems remain bootable when recovered to dissimilar hardware, or the
VMware or Hper-V platforms. If a recovered operating system does not boot, use the Acronis
Universal Restore tool to update the drivers and modules that are critical for the operating system
startup. For details, see the Acronis Universal Restore pagepatiwww.a cronis.com/aur/

For detailed information about recovering Linux Software RAID devices and volumes created by
Logical Volume Manager (LVM), s&covering MD devices and logical volunmgs?27).

Acronis Backup Agent for Lixhas the ability to recover a disk (volume) backup to a new virtual
machine. See th&Recovery to the "New virtual machine" destinatiqip’ 122) section for more
details.

5.1 Creating a recovery task
To create aecovery task, perform the following steps

What to recover
Select data(p. 96)
Select data to recover.
Access credential§p. 99)

[Optional] Provide credentials for the archive location if the task account does not have the
right to access it. To access this option, cblkw access credentials

Where to recover

This section appears after the required backup is selected and theofygeta to recover is
defined. The parameters you specify here depend on the type of data being recovered.

Disks(p. 100
Volumes(p. 102
Files(p. 105
Access credential§. 100)
[Optional] Provide credentials for the destination if the task credentials do not enable
recovery of the selected data. To access this option, selecAtharced viewcheck box.
When to recover
Recover (p.106)
Select when to start recovery. The task can start immediately after its creation, be scheduled
for a specified date and time in the future simply saved for manual execution.
Task parameters
Task name



[Optional] Enter a unique name for the recovery task. A conscious name lets you quickly
identify the task among the others.

Recovery options

[Optional] Customize the recovery operation by configg the recovery options, such as
pre/post recovery commands, recovery priority, error handling or notification options. If you
do nothing in this section, théefault valuegp. 109 will be used.

After any of tke settings are changed against the default value, a new line that displays the
newly set value appears. The setting status changes Befaultto Custom Should you

modify the setting again, the line will display the new value unless the new value is the
default one. When the default value is set, the line disappears. Therefore, in this section you
always see only the settings that differ from the default values.

ClickingReset to defaultresets all the settings to default values.

Task credentials
[Optiond] The task will run on behalf of the user who is creating the task. You can change the
task account credentials if necessary. To access this optionSblisk task credentials

After you complete all the required steps, clioKto create the recovery k.

5.1.1 What to recover
1. Specifying the archive location

In the Data pathfield, specify the archive location path or clgiowseand select the required
location as described itSelecting archive locatior{p. 97).

2. Selecting data

The backedlip data can be selected using tBata viewtab, or theArchive viewtab. TheData view
tab displays all the backeatp data by versions (the date and time of backup creation) within the
selected archive location. Thechive viewtab displays the backedp data by the archives.

Selecting data using the Data view

Since theData viewtab shares the same functionality with the data catalog, selecting data on the
Data viewtab is performed in the same way as in the catalog. For more information about selecting
data, se€'Data catalog'(p. 99).

Selecting data using the Archive view

1. Expand the required archive and select arfi¢he successive backups by its creation date and
time. Thus, you can revert the disk data to a certain moment in time.

If the list of archives is not displayed (for example, if the archive metadata has been lost), click
Refresh

If the list of archivess too long, you can filter the archives by selecting only the required type of
archives to display. To do this, select the required archive type iShiosvlist.

2. For disk or volume backups only: in tRackup contentsselect the type of data to display from
the drop-down box:

A Disks- to recover disks as a whole (with all their volumes).

A Volumes- to recover individual basic and/or dynamic volumes.

A Files-to recover individual files and folders.
3. IntheBackup contentsselect the check boxes for the items you need to recover.
4. ClickOK



Selecting MBR

When recovering a system volume, you will usually select the disk's MBR if:

A The operating system cannot boot.

A The disk is new and does not have MBR.

A You areecovering custom or nekVindows boot loaders (such as LILO and GRUB).
A The disk geometry is different to that stored in the backup.

There are probably other times when you may need to recover the MBR, but the above are the most
common.

When recovering the MBR of one disk to another Acronis Backup recovers Track 0, which does not
FFFSOG G4KS GFNHSG RA&A1 QA& LINILGAGAZ2Y GFo6fS FyR
Windows loaders after recovery, so there is no need to recttive MBR and Track O for Windows
systems, unless the MBR is damaged.

5.1.1.1  Selecting archive location
Location Details

& cloud storage If the archive is stored in Acronis Cloud Storage, tlckinand specify the credentials tc
log in to the cloud storage. Then, expand tleud storagegroup and select the account

Exporting and mounting are not supported for backups stored in Acronis Cloud Stor:

£ Personal If the archive is stored in a personal vault, expandRleesonalgroup and click the
required vault.

E? Machine name  Local machine

BY | ocal folders If the archive is stored in a local folder on the machine, expanciachine name>
group and select the required folder.

& CD, DVD, BD If the archive is stored on optical media such as CD, D\ME+oay Discs (BD), expand tl
<Machine name>group, then select the required drive. First insert the last disc. Then
insert the discs in order starting from the first one when the program prompts.

| RDX, USB If the archive is stored on an RDX drive or USB flash drive, expantdwhine name>
group, then select the required drive. For information about using thizgees, see the
"Removable devicegp. 134) section.

£2 Network folders  If the archive is stored on a network share, expandfegwork foldersgroup, select the
required networked machine, and then click the shared folder.

If the network share requires access credentials, the program will ask for them.

To specify a Commontémnnet File System (CIFS) network share which is mounted on
mount point such as /mnt/share, select this mount point instead of the network share
itself.

LJF



Location Details

2 FTP, SFTP If the archive is stored on an FTP or SFTP server, type the server name or address

Pathfield as follows:

ftp://ftp_server:port _number or sftp://sftp_server:port number

To establish an active mod&F connection, use the following notation:
aftp://ftp_server:port _number

If the port number is not specified, port 21 is used for FTP and port 22 is used for SF

After entering access credentials, the folders on the server become available. Click 1
appropriate folder on the server.

You can access the server as an anonymous user if the server enables such access
s0, clickJse anonymous accessstead of enering credentials.

According to the original FTP specification, credentials required for access to FTP st
are transferred through a network as plaintext. This means that the user name and
password can be intercepted by an eavesdropper using a patKets

o NES folders If the archive is stored on an NFS share, expandNfi@ foldergroup and click the foldel

5.1.1.2 Data catalog

Data catalog lets you easily find the required version of data and select it for recovery. On a managed
machine, the data catalog functionality is available throughDia¢a viewtab for any vault accessible
from this machine.

Acronis Backup may upload data catalog files from a vault to a local cache folder. By default, this folder is
located on the disk where the operating system is installed. For information about changing the default cache
folder, refer to thé'Changing the diault cache folder for catalog fileséction.

Selecting the backedip data for recovery

1.
2.

To access thBata viewtab, navigate td/aultsview, and click the required vault.
In the Showfield, select the type of data to display:

A SelectMachines/disks/volumeso browse and search for entire disks and volumes in
disklevel backups.

A SelectFolders/filesto browse and search for files and folders in both-fiteel and diskevel
backups.

In the Display data backed up fdield, spedy the time period for which the backedp data will
be displayed.

Do any of the following:

-

A Select the data to recover in the catalog tree, or in the table to the right of the catalog tree.

A In the search string, type the information that helps to identify the required data items (this
can be a machine name, a file or folder name, or a disk label) and the®etiogh You can
use the asterisks (*) and question marks (?) wildcards.

As a reslt, in the Searchwindow, you will see the list of backed up data items whose names
fully or partially coincide with the entered value. Select the required data and@Ktk
return to the Data view

Use theVersionslist to select the point of time toevert the data to. By default, the data will be
reverted to latest point of time available for the time period selected in step 3.



6. Having selected the required data, clRkcoverand configure the parameters of the recovery
operation.

What if the data dees not appear in the data view

The probable reasons of the issue are as follows.

Wrong time period is set

The required data was not backed up during the time period set bypthelay data backed up for
control.

Solution: Try to increase the time period.

Cataloging is disabled or fast cataloging is turned on

If the data is displayed partially or is not displayed at all, most likely cataloging was disabled or the
fast catalogindp. 79) was turned on during backup.

Solutions:

A If cataloging is disabled, enable it in tBackup catalogingption (Options>Machine optiong.

A Run the full cataloging manually by click®atalog now For theData view, only the backups
stored on the selected vault will be cataloged. The backbpshave already been cataloged,
will not be cataloged again.

A Since cataloging a large number of backed up data may take a long time, you may prefer to use
the Archive viewof the respective vault. For more information about using #trehive view see
"Browsing the vault contents and data selection” in thorking with vaults'{p. 128) section.

The data is not supported by the catalog

The following data cannot be displayed in the catalog or data view:

-

Data from the encrypted and passwepdotected archives.

Data backed up to removable media, such as CD, DVD, BD, lomega REV, RDX or USB devices.
Data backed up to Acronis Cloud Storage.

Data backed up using Acronis True Image Echo or earlier productngersio

Data backed up using the simplified backup naming.

> > > > >

Solution: To be able to browse such data, use fhrehive viewtab of the respective vault.

5.1.2 Access credentials for location
Specify the credentials required for access to the locatioarelthe backup is stored.

To specify credentials
1. Select one of the following:
A Use the task credentials
The software will access the location using the credentials of the task account specified in the
Task parametersection.
A Use the following credentials

The software will access the location using the credentials you specify. Use this option if the
task account does not have access permissions to the location. You might need to provide
special credentials for a network shasea storage node vault.

Specify:



A User name When entering the name of an Active Directory user account, be sure to also
specify the domain name (DOMAIsername or Username@domain).
A Password The password for the account.
2. ClickOK

According to the original FTP specification, credentials required for access to FTP servers are transferred
through a network as plaintext. This means that the user name and password can be intercepted by an
eavesdropper using a packet sniffer.

5.1.3 Access credentials for destination
To specify credentials
1. Select one of the following:

A Use the task credentials

The program will access the destination using the credentials of the task account specified in
the Task parametersection.

A Use the following credentials

The program will access the destination using the credentials you specify. Use this option if
the task account does not have access permissions to the destination.

Specify:
A User name When entering the name of akctive Directory user account, be sure to also
specify the domain name (DOMAIsername or Username@domain).

A Password The password for the account.
2. ClickOK

5.1.4 Where to recover

Specify the destination the selected data will be recovered to.

5.1.4.1  Selecting target disks
Available disk or volume destinations depend on the agents operating on the machine.

Recover to:
Physical machine

Available when thécronisBackupAgent for Windows or Agent for Linux is installed.

The selected disks will be recovered to the physical disks of the machine the console is connected
to. On selecting this, you proceed to the regular disk mapping procedure described below.

Disks/volumes
Map automatically

Acronis Backup attempts to map telected disks to the target disks as described in'Hmwv

the automatic mapping workgp. 102) section. If you are unsatisfied with the mapping result,
you can remap disks manually. To do this, you have to unmap the dliskseverse order; that is,
the last mapped disk should be unmapped first. Then, map the disks manually as described
below.

Disk #:
Disk # (MODEL(p. 101)



Select the destination disk for each of the source disks.
NT signaturg(p. 101)

Select the way the recovered disk's signature will be handled. The disk signature is used by
Windows and the Linux kernel version 2.6 and later.

Disk destination

To specify a destination disk:

1. Select a disk where you want the selected disk to recover to. The destination disk's space should
be at least the same size as the uncompressed image data.

2. ClickOK

All the data stored on the target disk will be replaced by the baciedata, so be careful and watch out for
non-backedup data that you might need.

NT signature

The NT signature is a record that is kept in the MBR. It uniquely idemtifietisk for the operating
system.

When recovering a disk containing a system volume, you can choose what to do with the NT
signature of the target disk. Specify any of the following parameters:

A Select automatically

The software will keep the NT signature of the target disk if it is the same as the NT signature
stored in the backup. (In other words, if you recover the disk to the same disk that was backed
up.) Otherwise, the software will generate a new NT signatoréhfe target disk.

This is the default selection recommended in most cases. Use the following settings only if you
absolutely need to.

A Create new
Acronis Backup will generate a new NT signature for the target hard disk.

A Recover from backup

Acronis Bakup will replace the NT signature of the target hard disk with one from the disk
backup.

Note: You should be absolutely sure that none of the existing disks on this machine has the same NT
signature. Otherwise, the operating system runs from the fiskt dt the startup; discovers the same

signature on the second one, automatically generates a new unique NT signature and assigns it to the
second disk. As a result, all the volumes on the second disk will lose their letters, all paths will be invalid on
the disk, and programs won't find their files. The operating system on that disk will be unbootable.

Recovering the disk signature may be desirable due to the following reasons:

A Acronis Backup schedules tasks using the signature of the source hard disk. If you recover the
same disk signature, you don't need teaeeate or edit the tasks created previously.

A Some installed applications use disk signature for licensing and othpoges.
A Keep existing
The program will leave the NT signature of the target hard disk untouched.



How the automatic mapping works

Acronis Backup automatically maps the disks or volumes to the target disks only if the system
bootability can be preserved. Otherwise, the automatic mapping is canceled and you have to map
the disks or volumes manually.

Also, you have to map the volumes mlly if they are Linux logical volumes, or Linux software RAID
(MD devices). For more information on recovering logical volumes and MD devic&es®eering
MD devices and logical volum@s 27).

The automatic mapping is performed as follows.

1. If the disk or volume is recovered to its original location, the mapping process reproduces the
original disk/volume layout.

The original location for a disk or volume means exactlyahgesdisk or volume that has been backed up.

A volume will not be considered original if its size, location or other physical parameters have been changed
after backup. Changing the volume letter or label does not prevent the software from recognizing the
volume.

2. If the disk or volume is recovered to a different location:

A When recovering disksThe software checks the targaisks for size and volumes. A target
disk must contain no volumes and its size must be large enough to place the disk being
recovered. Not initialized target disks will be initialized automatically.

If the required disks cannot be found, you have to miag disks manually.
A When recovering volumesThe software checks the target disks for unallocated space.
If there is enough unallocated space, the volumes will be recovered "as is".

If unallocated space on the target disks is less than the size of the volumes being recovered,
the volumes will be proportionally shrunk (by decreasing their free space) in order to fit the
unallocated space. If the shrunk volumes still cannot fit thelonated space, you have to

map the volumes manually.

5.1.4.2  Selecting target volumes
Available volume destinations depend on the agents operating on the machine.

Recover to:
Physical machine

Available when thécronisBackupAgent for Windows or dent for Linux is installed.

The selected volumes will be recovered to the physical disks of the machine the console is
connected to. On selecting this, you proceed to the regular volume mapping procedure described
below.

Disks/volumes

Map automatically

Acronis Backup attempts to map the selected volumes to the target disks as described in the
"How the automatic mapping workgp. 102) section. If you are unsatisfied with the mapping

result, you can reanap volunes manually. To do this, you have to unmap the volumes in a

reverse order; that is, the last mapped volume should be unmapped first. Then, map the volumes
manually as described below.

Recover [Disk #] MBR to: [If the Master Boot Record is selected forveig
Disk #(p. 103



Choose the disk to recover the Master Boot Record to.
NT signature(p. 101)
Select the way the disk's signature contained in the MBR will be hantheddisk signature is
used by Windows and the Linux kernel version 2.6 and later.
Recover [Volume] [Letter] to:
Disk # /Volume

Sequentially map each of the source volumes to a volume or an unallocated space on the
destination disk.

Size (p. 103
[Optional] Change the recovered volume size, location and other properties.

MBR destination

To specify a destination disk:

1. Select the disk to recover the MBR to.
2. ClickOK

Volume destination
To specify a target volume or unallocated space

1. Select a volume or unallocated space where you want the selected volume to be recovered to.
The destination volume/unallocated space should be at least the s@eaas the uncompressed
image data.

2. ClickOK

All the data stored on the target volume will be replaced by the baakedhta, so be careful and watch out for
non-backedup data that you might need.

When using bootable media

Disk letters seen under Windovesyle bootable media might differ from the way Windows identifies
drives. For example, the D: drive in the rescue utility might correspond to the E: drive in Windows.

Be careful! To be on the safe side, it is advisablessma unique names to the volumes.

The Linusstyle bootable media shows local disks and volumes as unmounted (sdal, sdaZ2...).

Changing volume properties
Size and location

When recovering a volume to a basic MBR disk, you can resize and relocate the volume by dragging it
or its borders with a mouse or by entering corresponding values in the appropriate fields. Using this
feature, you can redistribute the disk space betweba volumes being recovered. In this case, you

will have to recover the volume to be reduced first.

Note: Volumes backed up using the seebgrsector option cannot be resized.

Tip: A volume cannot be resized when being recovered from a backup splitufitpleoremovable media. To be
able to resize the volume, copy all parts of the backup to a single location on a hard disk.




Type
A basic MBR disk can contain up to four primary volumes or up to three primary volumes and

multiple logical dries. By default, the program selects the original volume's type. You can change
this setting, if required.

A Primary. Information about primary volumes is contained in the MBR patrtition table. Most
operating systems can boot only from the primary volumeheffirst hard disk, but the number
of primary volumes is limited.

If you are going to recover a system volume to a basic MBR disk, select the Active check box.
Active volume is used for loading an operating system. Choosing active for a volume without an
installed operating system could prevent the machine from booting. You cannot set a logical
drive or dynamic volume active.

A Logical Information about logical volumes located not in the MBR, but in the extended
partition table. The number of logical volumes on a disk is unlimited. A logical volume cannot be
set as active. If you recover a system volume to another hard disk with its own volumes and
operating system,qu will most likely need only the data. In this case, you can recover the
volume as logical to access the data only.

File system

By default, the recovered volume will have the same file system as the original volume has. You can
change the glume's file system during recovery, if required.

Acronis Backup can make the following file system conversions: FATFA 32 and Ext2 Ext3.
For volumes with other native file systems, this option is not available.

Assume you are going to recovev@ume from an old, lovcapacity FAT16 disk to a newer disk.

FAT16 would not be effective and might even be impossible to set on thecajgdtity hard disk.

That's because FAT16 supports volumes up to 4 GB, so you will not be able to recover a 4 GB FAT16
volume to a volume that exceeds that limit, without changing the file system. It would make sense
here to change the file system from FAT16 to FAT32.

Older operating systems (M30S, Windows 95 and Windows NT 3.x, 4.X) do not support FAT32 and
will not beoperable after you recover a volume and change its file system. These can be normally
recovered on a FAT16 volume only.

Volume (partition) alignment

Acronis Backup automatically eliminates volume misalignmensituation, when volume clusts

are not aligned with disk sectors. The misalignment occurs when recovering volumes created with
the Cylinder/Head/Sector (CHS) addressing scheme to a hard disk drive (HDD)}siaotidive

(SSD) drive that has akB sector size. The CHS addressthgme is used, for example, in all
Windows operating systems earlier than Windows Vista.

If volumes are misaligned, the cluster overlaps more physical sectors than it would have occupied if
aligned. As a result, more physical sectors need to be erasdeavritten each time the data

changes. The redundant read/write operations noticeably slow down the disk speed and overall
system performance. SSD drive misalignment decreases not only system performance, but drive
lifetime. Since SSD memory cells areigiesd for a certain amount of read/write operations,

redundant read/write operations lead to early degradation of the SSD drive.

When recovering dynamic volumes and logical volumes created in Linux with Logical Volume
Manager (LVM), the appropriate alignmtds set up automatically.



When recovering basic MBR and GPT volumes, you can select the alignment method manually if the
automatic alignment does not satisfy you for some reason. The following options are available:

A Select automatically (Default) reemmended. The software will automatically set the
appropriate alignment based on the source and target disk/volume properties.

Use the following options only if you absolutely need to.

A

CHS (63 sectorskelect this option if theecovered volume will be used under Microsoft
Windows XP and Windows Server 2003 (or earlier) on disks having 512 bytes per physical
sector.

VMware VMFS (64 KB}elect this option when recovering the volume as a VMware Virtual
Machine File System patrtition.

Vista alignment (1 MB) select this option if the recovered volume will be used under
Windows operating systems starting with Windows Vista, or when rggay&olumes to an
HDD or SSD drive that has-&B sector size.

Custom- Specify the volume alignment manually. It is recommended that the value be a
multiple of the physical sector size.

5.1.4.3  Selecting target location for files and folders
Where to recover

Destination

Select a location to recover the backed files to:

A

Original location

Files and folders will be recovered to the same path(s) as they are in the backup. For example,
if you have backed up all files and folder€irDocumentsFinanc&Reports, the files will be
recovered to the same path. If the folder does not exist, it will be created automatically.

New location

Files will be recovered to the location that you specify in the tree. The files and folders will be
recovered wihout recreating a full path, unless you clear fRecover without full path
check box.

Overwriting

Choose what to do if the program finds in the target folder a file with the same name as in the
archive:

-

Overwrite existing files; this will give the fé in the backup priority over the file on the hard
disk.

Overwrite an existing file if it is oldec this will give priority to the most recent file
modification, whether it be in the backup or on the disk.

Do not overwrite existing fileg; this will give the file on the hard disk priority over the file in
the backup.

If you allow files to be overwritten, you still have an option to prevent overwriting of specific files
by excluding them from the recovery operation.

Recovery exclusiong. 105)

Specify files and folders you do not wish to be recovered.

Recovery exclusions

Set up exclusions for the specific files and folders you do not wish to recover.



Note: Exclusions override selection of data items to recover. For example, if you select to recover file MyFile.tmp
and to exclude all .tmp files, file MyFile.tmp will not be recovered.

Use theAdd, Edit Removeand Remove Albuttons to create the list of file and folders to exclude.
Specify the name of the file or folder, such as Document.txt.

The names araot casesensitive in Windows and Linux. For example, if you choose to exclude
all .tmp files and the Temp folders, also excluded will be all . TmpdlleSMP files, and the TEMP
folders.

You can use one or more wildcard characters * and ?:

A The asterisk (*) substitutes for zero or more characters. For example, Doc*.txt covers files such
as Doc.txt and Document.txt.

A The question mark (?) substitutes for exactly one character. For example, Doc?.txt covers files
such as Docl.txt and Docs.txt, but not the files Doc.txt or Doc11.txt.

Exclusion example

Criterion Example Description
By name F.log Excludes all files named "F.log"
F Excludes all folders named "F"
By mask (*) *.log Excludes all files with the .log extension
F* Excludes all files and folders with names starting with
(such as folders F, F1 and files F.log, F1.log)
By mask (?) F???dg Excludes all .log files with names consisting of four
symbols and starting with "F"

5.1.5 When to recover
Select when to start the recovery task:

A Now - the recovery task will be started immediately after you citkon the Recover datgage.

A Later- the recovery task will be started manually afterwards. If you need to schedule the task,
clear theTask will be started manuallgheck box, and specify the required date and time.

5.1.6 Task credentials

Provide credentials for thaccount under which the task will run.

To specify credentials
1. Select one of the following:
A Use current user credentials
The task will run under the credentials with which the user who starts the tasks is logged on.
If the task has to run on schedule, you will be asked for the current user's password on
completing the task creation.
A Use the following credentials

The task will always run under the credentials you specify, whether started manually or
executed on schdule.

Specify:



A User name When entering the name of an Active Directory user account, be sure to also
specify the domain name (DOMAIsername or Username@domain).

A Password The password for the account.
2. Click OK.

To learn more about using credentials in Acronis Backup, se&tieelentials used in backup plans
and tasks'(p. 21) section.

To learn more about operations available depending on the user privileges, séiddbeprivileges
on a managed machindp. 23) section.

5.2 Bootability troubleshooting

If a system was bootable at the time of backup, you expect that it will boot after recovery. However,
the information the operating system stores and uses for booting up may become outdated during
recovery, especially if you change volume sizes, locatiodsstination drives. Acronis Backup
automatically updates Windows loaders after recovery. Other loaders might also be fixed, but there
are cases when you have to-aetivate the loaders. Specifically when you recover Linux volumes, it is
sometimes necessy to apply fixes or make booting changes so that Linux can boot and load
correctly.

Below is a summary of typical situations that require additional user actions.

Why a recovered operating system may be unbootable
A The machine BIOS is configured to bdaim another HDD.
Solutiont Configure the BIOS to boot from the HDD where the operating system resides.

A The system was recovered on dissimilar hardware and the new hardware is incompatible with
the most critical drivers included in the backup
Solutiort The most recent operating systems remain bootable when recovered to dissimilar
hardware, or the VMware or Hyp&f platforms. If a recovered operating system does not
boot, use the Acronis Universal Restore tool to update the drivers and modules that are
critical for the operating system startup. For details, see the Acronis Universal Restore page
at http://www.acronis.com/aur/.

A Windows was recovered to a dynamic volume that cannot be bootable
Solutiont Recover Windows to a basic, simple or mirrored nau
A A system volume was recovered to a disk that does not have an MBR

When you configure recovery of a system volume to a disk that does not have an MBR, the
program prompts whether you want to recover the MBR along with the system volume. Opt
for not recovering, only if you do not want the system to be bootable.

Solutiont Recover the volume once again along with the MBR of the corresponding disk.
A The system useBcronisOS Selector

Because the Master Boot Record (MBR) can be changed during the sgstarary, Acronis
OS Selector, which uses the MBR, might become inoperable. If this happens, reactivate
Acronis OS Selector as follows.

Solution Boot the machine from the Acronis Disk Director's bootable media and select in the
menuTools-> Activate OS 3ector.

A The system uses GRand Unified Bootloader (GRUB) and was recovered from a normal (not
from a raw, that is, sectoby-sector) backup



One part of the GRUB loader resides either in the first several sectors of the digker in

first several sectors of the volume. The rest is on the file system of one of the volumes.
System bootability can be recovered automatically only when the GRUB resides in the first
several sectors of the disk and on the file system to which directsadsegossible. In other
cases, the user has to manually reactivate the boot loader.

Solutiort Reactivate the boot loader. You might also need to fix the configuration file.

A The system uses Linux Loader (LILO) and was recovered from a normal (not fraw ¢hat is,
sectorby-sector) backup

LILO contains numerous references to absolute sector numbers and so cannot be repaired
automaticallyexcept for the case when all data is recovered to the sectors that have the
same absolute numbers as on the source disk.

Solutiort Reactivate the boot loader. You might also need to fix the loader configuration file
for the reason described in the previoitem.

A The system loader points to the wrong volume
This may happen when system or boot volumes are not recovered to their original location.

Solutiont Modification of the boot.ini or the bodbcd files fixes this for Windows loaders.
Acronis Backup daethis automatically and so you are not likely to experience the problem.

For the GRUB and LILO loaders, you will need to correct the GRUB configuration files. If the
number of the Linux root partition has changed, it is also recommended that you change
letc/fstab so that the SWAP volume can be accessed correctly.

A Linux was recovered from an LVM volume backup to a basic MBR disk

Such system cannot boot because its kernel tries to mount the root file system at the LVM
volume.

Solutiort Change the loader ofiguration and /etc/fstab so that the LVM is not used and
reactivate the boot loader.

5.2.1 How to reactivate GRUB and change its configuration

Generally, you should refer to the boot loader manual pages for the appropriate procedure. There is
alsothe corresponding Knowledge Base article on the Acronis website.

The following is an example of how to reactivate GRUB in case the system disk (volume) is recovered
to identical hardware.
1. Start Linux or boot from the bootable media,dcathen press CTRL+ALT+F2.
2. Mount the system you are recovering:
mkdir /mnt/system/
mount -t ext3 /dev/sda2 /mnt/system/ # root partition
mount -t ext3 /dev/sdal /mnt/system/boot/ # boot partition
3. Mount the procanddevfile systems to the system you are recovering:
mount -t proc none /mnt/system/proc/
mount - o bind /dev/ /mnt/system/dev/
4. Save a copy of the GRUB menu file, by running one of the following commands:
cp /mnt/system/boot/grub/menu.lst /mnt/system/boot/gr ub/menu.lst.backup

or
cp /mnt/system/boot/grub/grub.conf /mnt/system/boot/grub/grub.conf.backup



5. Edit the/mnt/system/boot/grub/menu.lst file (for Debian, Ubuntu, and SUSE Linux
distributions) or themnt/system/boot/grub/grub.conf file (for Fedora andRed Hat Enterprise
Linux distributions) for example, as follows:

vi /Imnt/system/boot/grub/menu.lst
6. Inthemenu.lstfile (respectivehgrub.coni), find the menu item that corresponds to the system
you are recovering. This menu items have the following form:
title Red Hat Enterprise Linux Server (2.6.24.4)
root (hd0,0)
kernel /vmlinuz  -2.6.24.4 ro root=/dev/sda2 rhgb quiet
initrd  /initrd  -2.6.24.4.img
The lines starting witkitle,, root, kernel, andinitrd respectively determine:
A The title of the menu item.
A The device on which the Linux kernel is locatégpically, this is the boot partition or the
root partition, such asoot (hd0,0)in this example.

A The path to the kernel on that device and the root partitioim this example, the path is
/ivmlinuz-2.6.24.4and the root partition igdev/sda2. You can specify the root partition by
label (such asot=LABEL3)/ identifier (h the formroot=UUID=some_uuid, or device name
(such asoot=/dev/sda?2).

A The path to thenitrd service on that device.

7. Edit the file/mnt/system/etc/fstab to correct the names of any devices that have changed as a
result of the recovery.

8. Start the GRUB shell by running one of the following commands:
chroot /mnt/system/ /sbin/grub

or
chroot /mnt/system/ /usr/sbin/grub

9. Specify the disk on which GRUB is locatgically, the boot or root partition:
root (hd0,0)

10. Install GRUB. For example, to install GRUB in the master boot record (MBR) of the first disk, run
the following command:
setup (hd0)

11. Exit the GRUB shell:
quit
12. Unmount the mounted file systems and then reboot:
umount /mnt/system/dev/
umount /mnt/syste  m/proc/
umount /mnt/system/boot/

umount /mnt/system/
reboot

13. Reconfigure the bootloader by using tools and documentation from the Linux distribution that
you use. For example, in Debian and Ubuntu, you may need to edit some commented lines in the
/boot/grub/menu.Ist file and then run theupdate-grub script; otherwise, the changes might not
take effect.

5.3 Default recovery options

Each Acronis agent has its own default recovery options. Once an agent is installed, the default
options hae pre-defined values, which are referred to pesetsin the documentation. When



creating a recovery task, you can either use a default option, or override the default option with the
custom value that will be specific for this task only.

You can also ct@mize a default option itself by changing its value against thedefened one. The
new value will be used by default in all recovery tasks you will create later on this machine.

To view and change the default recovery options, connect the console tmainaged machine and
then selectOptions> Default backup and recovery optiorrs Default recovery optiongrom the top
menu.
Availability of the recovery options
The set of available recovery options depends on:
A The environment the agent operates in (Linux, bootable media).
A The type of data being recovered (disk, file).
A The operating system being recovered from the disk backup.
The following table summarizes the availability of the recovery options.
Agent for Linux Bootable media

(Linuxbased or Pased)

Disk File recovery Disk File recovery
recovery (also from a recovery (also from a
disk backup) disk backup)
Additional settinggp. 111):

Validate backup archive + + + +
before recovery

Restart the machine
automatically if it is required
for recovery

Restart the machine
automatically after recovery
is finished

Check file system after + - + -
recovery

Set current date and time fo
recovered files

E-mail notificationg(p. 112) + + - -
Error handlingp. 113):

Do not show messages and + + + +
dialogs while processing
(silent mode)

Reattempt if an error occurs + + + +
Event tracing:

SNMRA(p. 113 + + - -
Filelevel security(p. 114):



Agent for Linux Bootable media

(Linuxbased or P¥ased)

Disk File recovery Disk File recovery
recovery recovery

(also from a (also from a
disk backup) disk backup)
- + - +

Recover files with their
security settings

Pre/Post recovery + + PE only PE only
commandgp. 114)

Recovery priorityp. 116)

5.3.1 Additional settings

Specify the additional settings for the recovery operation by selecting or clearing the following check
boxes.

Set current date and time for recovered files

This option is effective only when recovering files.

The presetisEnabled
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the current date and time.

Validate backups before recovery

The preset i®isabled

This option defines whether to validate a backup to ensure that the backup is not corrupted, before
data is recovered from it.

Check file system after recovery
This option is effective only when recovering disks or volumes.
The preset iPisabled

This opion defines whether to check the integrity of the file system after a disk or volume recovery.
The check takes place either immediately after recovery or after the machine boots into the
recovered operating system.

Restart the machine automatically if isirequired for recovery
This option is effective when recovery takes place on a machine running an operating system.
The preset i®isabled

The option defines whether to reboot the machine automatically if it is required for recovery. Such
might be the cae when a volume locked by the operating system has to be recovered.

Restart the machine automatically after recovery is finished

This option is effective when operating under bootable media.



The preset iPisabled

This option enables booting the machine into the recovered operating system without user
interaction.

5.3.2 E-mall notifications

This option is effective for Windows and Linux operating systems.

This option is not available when operating undeg thootable media.

The option enables you to receivengail notifications about the recovery task's successful
completion, failure or when user interaction is required.

The preset isDisabled

To configure amail notification

1.
2.

Select theSend email notificationscheck box to activate notifications.
UnderSend email notifications, select the appropriate check boxes as follows:
A When recovery completes successfully

A When recovery fails

A When user interaction is required

In the Email addressedield, type the destination @nail address. You can enter several
addresses separated by semicolons.

In the Subjectfield, type the notification subject.

The subject can include ordinary text and one or more variables. In theveecemail messages,
each variable will be replaced by its value at the time of task execution. The following variables
are supported:

A %description%

For a machine running Windows, tBedescription%variable will be replaced by the text that
is given inthe Computer descriptiorfield of the machine. To specify this text, either go to
Control panel> Systemor run the following command as an administrator:

net config server /srvcomment:<text>

For a machine running Linux, tiedescription%variable will be replaced by an empty string
(IIII).
A %subject%

The%subject%variable will be replaced by the following phra3ask <task name> <task
result> on machine <machine name>.

In the SMTP servefield, enter the name of the outgoing mail server (SMTP).
In the Portfield, set the port of the outgoing mail server. By default, the port is s@bto

If the outgoing mail server requires authentication, entiser nameand Passwordof the
sender's emailaccount.

If the SMTP server does not require authentication, leavetber nameand Passwordields
blank. If you are not sure whether the SMTP server requires authentication, contact your
network administrator or your @nail service provider for assistee.

ClickAdditional email parameters..to configure additional @nail parameters as follows:

a. Fromgtype the name of the sender. If you leave this field empty, the messages will contain
the sender's email account in thd=romfield.



b. Use encryptiong you can opt for encrypted connection to the mail server. SSL and TLS
encryption types are available for selection.

c. Some Internet service providers require authentication on the incoming mail server before
being allowed to send sometiny. If this is your case, select theg on to incoming mail
servercheck box to enable a POP server and to set up its settings:

A Incoming mail server (POR)enter the name of the POP server.
A Port¢ set the port of the POP server. By default, the port is sdtli@

A User nameandPasswordf the incoming mail server.
d. ClickOK

9. ClickSend test email messageo check whether email notifications work correctly with the
specified settings.

5.3.3 Error handling

These options are effective for Windows and Linux operating systems and bootable media.

These options enable you to specify how to handle errors that might occur during recovery.

Do not show messages and dialogs while processing (silent mode)
The preset isDisabled

With the silent mode enabled, the program will automatically handle situations requiring user
interaction where possible. If an operation cannot continue without ustaraction, it will fail.
Details of the operation, including errors, if any, can be found in the operation log.

Reattempt, if an error occurs

The preset isEnabled Number of attempts: 30. Interval between attempts: 30 seconds.

When a recoverable errarccurs, the program rattempts to perform the unsuccessful operation.

You can set the time interval and the number of attempts. The attempts will be stopped as soon as
the operation succeeds OR the specified number of attempts are performed, dependivigian

comes first.

For example, if the network location becomes unavailable or not reachable, the program will attempt
to reach the location every 30 seconds, but no more than 30 times. The attempts will be stopped as
soon as the connection is resumed MR specified number of attempts is performed, depending on
which comes first.

5.3.4 Eventtracing

It is possible to send log events of the recovery operations, performed on the managed machine, to
the specified SNMP managers.

5341 SNMP ndifications

This option is effective for both Windows and Linux operating systems.
This option is not available when operating under the bootable media.

The option defines whether the agent(s) operating on the managed machine have to send the log
events ofthe recovery operations to the specified Simple Network Management Protocol (SNMP)
managers. You can choose the types of events to be sent.



For detailed information about using SNMP with Acronis Backup, pleas&gppdrt for SNMPp.
32)".

The preset isUse the setting set in the Machine options.
To select whether to send the recovery operations events to the SNMP managers:

Choose one of the following:

A Use the setting set in the Machine optiorsto use the settingpecified for the machine. For
more information refer taMachine options

A Send SNMP notifications individually for recovery operation evegt® send the events of the
recovery operations to the specified SNMP managers.

A Types of events to send choose the types of events to be seAtl events Errors and
warnings or Errors only

A Server name/IR; type the name or IP address of the host running the SNMP management
application, the messages will be sent to.

A Communityq type the name of SNMP commity to which both the host running SNMP
management application and the sending machine belong. The typical community is "public".

ClickSend test messag® check if the settings are correct.

A Do not send SNMP notificationsto disable sending the logrents of the recovery operations
to SNMP managers.

5.3.5 File-level security

This option is effective only for recovery from figvel backup of Windows files.
This option defines whether to recover NTFS permissions for files along with the files.
The preset isRecover files with their security settings

If the file NTFS permissions were preserdadng backupyou can choose whether to recover the
permissions or let the files inherit the NTFS permissions from the folder to which they are estover

5.3.6 Pre/Post commands

This option is effective for Windows and Linux operating systems aihéi$tiel bootable media.

The option enables you to define the commands to be automatically executed before and after the
data recovery.

Example of howgu can use the pre/post commands:

A Launch theCheckdisk command in order to find and fix logical file system errors, physical
errors or bad sectors to be started before the recovery starts or after the recovery ends.

The program does not support interactive commands, i.e. commands that require user input (for
example, "pause".)
A postrecovery command will not be executed if the recovery proceeds with reboot.

To specify pre/post commands

1. Enable prepost commands execution by checking the following options:
A Execute before the recovery
A Execute after the recovery



2. Do any of the following:

A ClickEditto specify a new command or a batch file

A Select the existing command or the batch file from the ddmpvn list
3. ClickOK

5.3.6.1 Prerecovery command
To specify a command/batch file to be executed before the recovery process starts

1. IntheCommandfield, type a command or browse to a batch file. The program does not support
interactive commands, i.e. commands that require user input (for example, "pause".)

2. In theWorking directoryfield, specify a path to a directory where the command/batch file w
be executed.

3. IntheArgumentsTF A St R &aLISOATe G(KS O02YYlIYyRQa SESOQdziazy |
4. Depending on the result you want to obtain, select the appropriate options as described in the
table below.
5. ClickTest commando check if the command is correct.
Check box Selection

Fail the task if the command Selected Cleared Selected Cleared
execution fails*
Do not recover until the Selected Selected Cleared Cleared
command execution is
complete
Result
Preset Perform the N/A Perform the
Perform the recovery recovery after the recovery _
command is concurrently with
only after the .
. executed despite the command
command is . . .
execution failure execution and
successfully executec . .
) . or success. irrespective of the
Fail the task if the .
: command executior
command execution result

failed.

* A command is considered failed if its exit code is not equal to zero.

5.3.6.2 Postrecovery command
To specify a command/executable file to be executed after the recovery is completed
1. IntheCommandfield, type a command or browse to a batch file.

2. IntheWorking directoryfield, specify a path to a directory where the command/batch file will
be executed.

3. IntheArgumentsfield, specify the command execution arguments, if required.

4. Select theFail the task if the command execution faitheck box if successful execution of the
command is critical for you. The command is considered failed if its exit code is not equal to zero.
If the command execution fails, the task run result will be set to Failed.

When the check box is not selectedetbommand execution result does not affect the task
execution failure or success. You can track the command execution result by explorimmgthe
view.

5. ClickTest commando check if the command is correct.



A postrecovery command will not be executethié recovery proceeds with reboot.

5.3.7 Recovery priority

This option is effective for both Windows and Linux operating systems.
This option is not available when operating under the bootable media.

The priority of a process running in a systemedligtines the amount of CPU and system resources
allocated to that process. Decreasing the recovery priority will free more resources for other
applications. Increasing the recovery priority might speed up the recovery process by requesting the
operating sytem to allocate more resources to the application that will perform the recovery.
However, the resulting effect will depend on the overall CPU usage and other factors like disk I/O
speed or network traffic.

The preset isNormal.
To specify the recovery pcess priority

Select one of the following:

A Low¢to minimize resources taken by the recovery process, leaving more resources to other
processes running on the machine

A Normalc to run the recovery process with normal speed, allocating resources on a par with
other processes

A Highc¢ to maximize the recovery process speed by taking resources from the other processes.



6 Conwersion to a virtual machine

Acronis Backup offers a number of ways of converting a disk backup into a virtual machine. This
section helps you choose the method that best fits your needs and providebgtetep instructions
for conversion.

6.1 Conversion methods

Depending on your needs, you can choose among the following conversion methods:

a) Make the conversion a part of a backup plan
When to use.

A If you want the backup and the conversion to be executed on a schedule. This helps you
maintain a standby virtual server ready to power on in case your physical server fails.
A If you do not need to adjust the resulting virtual machine settings.
How to perfem. Whencreating a backup plafp. 34), enableconversion of a backup to a virtual
machine(p. 119).
b) Recover the backedp disks or volumes to theNew virtual machiné destination
When to us.
A If you want to do the conversion once or occasionally, as required.

A If you want to do a lossless physical to virtual migration. In this case, you boot the original
machine from bootable media, back up the machine in thdin state and immediately
recover the machine from the resulting backup.

A If you need to adjust the resulting virtual machine settings. You may want to add or remove
disks, choose the disk provisioning mode, change the volume sizes and their location on the
disks, and more.

How to performFollow the steps described TRecovery to the 'New virtual machine'

destination"(p. 122).

c) Recover the backedp disks or volumes to a manually created virtual machine by using

bootable media
When to use.

A If you want to create a machine directly on a virtualization server, rather than import it.

Tip. With Agent for VMware or Agent for Hyp®f, a virtual machine can be created directly
on a respective virtualization server by using methods (a) and (b).
A If you need to recreate dynamic volumes on a Windows machine.
A i you need to recreate logical volumes or software RAID on a Linux machine.
How to performFollow the steps describedinw S O2 GSNE G2 | Yl ydzZ ff& ONB

(p-125).

6.2 Conversion to an automatically created virtual
machine

This section describes tloonversion methodgp. 117) in which Acronis Backup automatically
creates a new virtual machine:



A Duringconversion which is part of a backup pl@n119), the software creates the virtual
machine in addition to creating the backup. The virtual machine has the same configuration as
the original machine.

A Duringrecovery to the "New virtual machine" destinatigp. 122), the software creates the
virtual machine from a backup you already have. You can change the configuration of the virtual
machine.

Depending on the agerhat performs the conversion, Acronis Backup can create a virtual machine
of any of these formats:

Agent for Windows, Agent for Linux

VMware Workstation

Microsoft Virtual PC (includes Windows Virtual PC)

Citrix XenServer OVA (only during recovery to"New virtual machine" destination)
Kernetbased Virtual Machine

Red Hat Enterprise Virtualization (RAW format)

> > > > P>

Agent for VMware

A VMware ESX(i)
Agent for HyperV

A Microsoft HyperV

6.2.1 Considerations before conversion

Converting a UEHased mabine

Virtual machines that use Unified Extensible Firmware Interface (UEFI) are supported in VMware ESXi,
starting with version 5. If the target virtualizatigatform is ESXi 5 or later, Acronis Backup creates a
UEFRbased machine. Otherwise, the resulting machine will use the BIOS boot firmware.

Acronis Backup adjusts the Windows boot mode to the BIOS boot firmware and ensures that
Windows remains bootable.

Fa Linux operating systems, changing the boot mode from UEFI to BIOS is not supported. When
converting a UEHased machine running Linux, ensure that the target virtualization platform is ESXi
5 or later. For more details, sé8upport for UEHbased machies" (p. 31).

Logical and dynamic volumes

The resulting machine will have basic volumes, even if Linux logical volume structure is present in the
backup. The same applies to dynamic volumes used in Windows systems. If yda vemneate

logical or dynamic volumes on the machine, perform the conversion as descrited ® 02 S NE® (i 2
YIydz ffe ONBF ($RI2ZFPANI dzl £ YIF OKAYySé

Custom loader reactivation

A Duringconversion, the disk interfaces may be changed as a result of migration to a different
platform or just manually. The software sets the systgisk interface to be the same as the
default interface for the new platform. The default interface is SCSI favaf®and IDE for other
supported platforms. If the system disk interface changes, the name of the boot device also
changes, while the boot loader still uses the old name.

A Conversion of logical volumes to basic ones may also prevent the system from hgoting



For these reasons, if the machine uses a custom boot loader, you might need to configure the loader
to point to the new devices and reactivate it. Configuring GRUB is normally not needed because
Acronis Backup does this automatically. Should the neisé ause the procedure described tdow

to reactivate GRUB and change its configuratign108).

For more considerations about physical to virtual machine conversion, sé8#ua&ing up virtual
machines'document.

6.2.2 Setting up regular conversion to a virtual machine

Whencreating a backup plafp. 34), you can set up regular conversion of a disk or volume backup to
a virtual machine. By setting up regular conversian obtain a copy of your server or workstation
on a virtual machine which can be readily powered on in case the original machine fails.

Restrictions

A Conversion of a backup from the following locations is not available: CD, DvWRayBliscs, and
Acronis Cloud Storage.

A Conversion to a Citrix XenServer virtual machine is not available as a part of the backup plan. As
an alternative, use methods (b) and (c) as describé@amversion methods(p. 117).

A Microsoft Virtual PC does not support virtual disks larger than 127 GB. During a conversion to a
Virtual PC machine, the size of every disk that exceed&RBWill be reduced to this value. If the
disk resize is not possible, the conversion will fail. If y@edriarger virtual disks in order to
connect them to a Hype¥ machine, use methods (b) and (c) as describé@amversion
methods"(p. 117).

6.2.2.1  Conversion settings

This section provides information that helpsuymake the appropriate conversion settings.

The settings are specified in tl@onvert to virtual machinesection of theCreate backup plapage.

Convert to virtual machine
Convert from

If you arecopying or moving backups to other locatiqps68), select the location where the
backup will be taken from. Conversion locations whichraxrieavailable(p. 119), such as
Acronis Cloud Storage, are not listed.

By default, conversion will be performed from the primary location.

When to convert
Depending on the selected backup scheme, specify whether to convert every full, every
incremental or every differential backup or convert the last created backup on s&edul
Specify theconversion schedulégp. 120) if required.

Target host..(p.120)

Select the resulting virtual machine type and location. Available options depend ogé¢hé a
that will perform conversion. This may be the agent that performs the backup (by default) or
an agent installed on another machine. If the latter is the case, the archive must be stored in
a shared location such as a network folder or a managed \suthat the other machine can
access the archive.

To specify another agent, cli@hangeand select a machine where Agent for VMware, Agent
for HyperV, Agent for Windows, or Agent for Linux is installed.

Storage



Choose the storage on the virtualizatioerger or the folder to place the virtual machine files
in.

Resultant VMs

Specify the name of the virtual machine. The default nanBagkup_of [Machine Name]
You can add more variables to the name. The following templates are supported:

[Plan Name]

[Machine Name]

[Virtual Host Name]
[Virtual Machine Name]
[Virtualization Server Type]

Folder on VMware vCenter

If the management server is integrated with vCenter Server, the resultant virtual machines
will appear in theAcronisBackupdolder on the vCeter. You can specify a subfolder for the
machines resulting from execution of the plan.

6.2.2.2  Setting up a conversion schedule

Adisk backugp. 204) created while executing a backup plan can be converted to a virtaahine
immediately, on schedule, or combining both methods.

The conversion task will be created on the machine being backed up, and will use this machine's date
and time. If the agent that backs up the machine is installed outside it (such is the case \B$X(i)

or HyperV virtual machine is backed up at a hypervisor level), the task will be created on the

machine where the agent is.

The target virtual machine must be powered off by the time of conversion, otherwise the conversion
task will fail. If thé happens, you can restart the conversion task manually after powering off the
machine. Any changes made to the machine while it was powered on, will be overwritten.

6.2.2.3  Selecting a machine that will perform conversion

Take into account the falving considerations.

Which agent is installed on the machine?

The resulting virtual machine type and location depend on the agent that resides on the selected
machine.

A Agent for VMwareis installed on the ESX(i) host
You can only create a virtual machine on the ESX(i) host where the agent is running.
In the Storagestep, you can select the storage where the virtual machine will be created.

Virtual machines created as a result of backup cannot be added to a backuPpléme
management server they appear as unmanageable or do not appear at all (if integration with
vCenter Server is not enabled).

A Agent for Hype#Vis installed on the machine
You can only create a virtual machine on the Hyyeserver.
In the Storagestep, you can select the virtual machine path.

Virtual machines created on the server as a result of backup do not appear on the management
server, because such machines are not intended to be backed up.

A Agent for Windowsor Agent for Linuxs installed orthe machine



You can choose the virtual machine type: VMware Workstation, Microsoft Virtual PC, Red Hat
Kernetbased Virtual Machine (KVM) or Red Hat Enterprise Virtualization (RHEV).

In the Storagestep, you can select the virtual machine path.

What isthe machine's processing power?

Conversion will take the selected machine's CPU resource. Multiple conversion tasks will be queued
on that machine and it may take considerable time to complete them all. Consider this when creating
a centralized backup plamith conversion for multiple machines or multiple local backup plans using
the same machine for conversion.

What storage will be used for the virtual machines?
Network usage

As opposed to ordinary backups (TilBs), virtual machine files are transferred uncompressed

through the network. Therefore, using a SAN or a storage local to the machine that performs
conversion is the best choice from the network usage standpoint. A local disk is not an option though,
if the conversion is performed by the same machine that is backed up. Using a NAS also makes good
sense.

Storage space

For VMware, HypeY and Virtual PC, disks of the resulting virtual machine will use as much storage
space as the original data occupiesséming that the original disk size is 100 GB and the disk stores
10 GB of data, the corresponding virtual disk will occupy about 10 GB. VMware calls this format "thin
provisioning", Microsoft uses the "dynamically expanding disk" term. Since the spuate is
pre-allocated, the physical storage is expected to have sufficient free space for the virtual disks to
increase in size.

For KVM or RHEV, disks of the resulting virtual machine will have the raw format. This means that
virtual disk size is always equalthe original disk capacity. Assuming that the original disk size is 100
GB, the corresponding virtual disk will occupy 100 GB even if the disk stores 10 GB of data.

6.2.2.4  How regular conversion to VM works

The way the repeated conversions walépends on where you choose to create the virtual machine.

A If you choose to save the virtual machine as a set of fikgch conversion rereates the virtual
machine from scratch.

A If you choose to create the virtual machine on a virtualization serwehen converting an
incremental or differential backup, the software updates the existing virtual machine instead of
re-creating it. Such conversion is normally faster. It saves network traffic and CPU resource of the
host that performs the conversion. If dating the virtual machine is not possible, the software
re-creates it from scratch.

The following is a detailed description of both cases.

If you choose to save the virtual machine as a set of files

As a result of the first conversion, a new virtual maehwill be created. Every subsequent

conversion will recreate this machine from scratch. First, the old machine is temporarily renamed.
Then, a new virtual machine is created that has the previous name of the old machine. If this
operation succeeds, theldmachine is deleted. If this operation fails, the new machine is deleted

and the old machine is given its previous name. This way, the conversion always ends up with a single
machine. However, extra storage space is required during conversion to stooddimachine.



If you choose to create the virtual machine on a virtualization server

The first conversion creates a new virtual machine. Any subsequent conversion works as follows:

A If there has been &ill backupsince the last conversion, the virtualchine is recreated from
scratch, as described earlier in this section.

A Otherwise, the existing virtual machine is updated to reflect changes since the last conversion. If
updating is not possible (for example, if you deleted the intermediate snapstexdyelow), the
virtual machine is rereated from scratch.

Intermediate snapshots

To be able to update the virtual machine, the software stores a few intermediate snapshots of it.
They are named | O 1 daddXS LI &n@ $hduld be kept. Unneeded snapshats deleted
automatically.

The latestv S LI &n@pish¥t corresponds to the result of the latest conversion. You can go to this
snhapshot if you want to return the machine to that state; for example, if you worked with the
machine and now want to discard tlthanges made to it.

Other snapshots are for internal use by the software.

6.2.3 Recovery to the "New virtual machine" destination

Rather than converting a TIB file to a virtual disk file, which requires additional operations to bring
the virtual disk into use, Acronis Backup performs the conversion by recovery of a disk backup to a
fully configured and operational new virtual machingu have the ability to adapt the virtual

machine configuration to your needs when configuring the recovery operation.

With AcronisBackupAgent for Windowsor Agent for Linuxyou can create a new virtual machine in
a local or network folder. You carast the machine using the respective virtualization software or
prepare the machine files for further usage. The following table summarizes the available virtual
machine formats and the actions you can take to add the machine to a virtualization server.

VM format Further action and tool to use Target virtualization
platform

VMware Workstation Export using VMware Workstation; or

Convert to OVF using VMware OVF tool > Deploy O] ESX())
template using vSphere Client

Microsoft Virtual PC* Add the VHD file to a Hyp&f machine HyperV
Citrix XenServer OVA | Import using Citrix XenCenter XenServer
Kernetbased Virtual Move the virtual machine files to a machine running

Machine (Raw format) |Linux and run the virtual machine by using Virtual
Machine Manager

Red Hat Enterprise Import using RHEV Manager RHEV
Virtualization (RHEV)
(Raw format)

*Microsoft Virtual PC does not support disks that are larger than 127 GB. Acronis enables you to create a
Virtual PC machine with larger disks so that you can attach the disks to a Microsoft\Hyjptral machine.

With AcronisBackupAgent for HyperV or Agent for VMware you can create a new virtual machine
directly on the respective virtualization server.



6.2.3.1  Steps to perform
To perform a recovery to a new virtual machine

1. Connect the console to the management server, to a machine where an agent is installed, or to a
machine booted from a bootable media.

2. ClickRecoverto open theRecover datdp. 95) page.

3. ClickSelect data(p. 96). Use theData viewtab or theArchive viewtab to select the disks or
volumes to convert.

4. InRecover to selectNew virtual machine

5. ClickBrowse In theVM/VS Selectior(p. 123) window, select the resulting virtual machine type
or the virtualization server where to create the machine.

6. [Optional] InStorage you can view or select the storage where the virtual machine will be
created.

7. [Optional] InVirtual machine setting¢p. 124), you can change the name of the virtual machine,
the disk provisioning mode, the allocated memory, and other settings.

Machines of the same type and with tkame name cannot be created in the same folder. If you get an
error message caused by identical names, change either the VM name or the path.

8. The destination disk for each of the source disks or source volumes and the MBRs will be
selected automaticallyif required, you can change the destination disks.

On a Microsoft Virtual PC, be sure to recover the disk or volume where the operating system's loader
resides to the Hard disk 1. Otherwise, the operating system will not boot. This cannot be fixeddiygchan
the boot device order in BIOS, because a Virtual PC ignores these settings.

9. InWhen to recover specify when to start the recovery task.

10. [Optional] InTask reviewRecovery optionand change the settings from the default ones, if
need be. You can epify inRecovery optionss VM power managementvhether to start the
new virtual machine automatically after the recovery is completed. This option is available only
when the new machine is created on a virtualization server.

11. ClickOK If the recovery tasks scheduled for the future, specify the credentials under which the
task will run.

In the Backup plans and taskdew, you can examine the state and progress of the recovery task.

6.2.3.2  Virtual machine type / virtualization server selection

Select the resulting virtual machine type or the virtualization server where the machine will be
created.

The available options depend on the agent(s) installed on the machine the console is connected to. If
the console is connected to the management seryeu can choose any registered machine that is
able to perform the required operation.

To select the virtualization server where the new virtual machine will be created

1. Choose theCreate a new virtual machine on the serveption.

2. Inthe left part of the window, select the virtualization server. Use the right part of the window to
review details on the selected server.

[Only if the console is connected to the management server] If multiple agents manage the
selected ESX(i) host, yoan choose the agent that will perform recovery. If no agent manages
the ESX(i) andutomatic deployments turned on, Agent for VMware (Virtual Appliance) will be



deployed immediately after you cli€bK Recovery will be performed by that agent. It wdke a
license.

3. ClickOKto return to theRecover datgage.
To select the virtual machine type
1. Choose theéSave the virtual machine as a set of fileption.

2. Inthe left part of the window, select the virtual machine type. Use thiet jigrt of the window
to review details on the selected virtual machine type.

[Only if the console is connected to the management server] You can select the machine that will
perform recovery. This can be any registered machine where Agent for Winddkggeot for
Linux is installed.

3. ClickOKto return to theRecover datgage.

6.2.3.3  Virtual machine settings

The following virtual machine settings can be configured.

Disks

Initial setting: the number and size of the source machine's disks.

The number of disks is generally equal to that of the source machine. It might be different if the
software has to add more disks to accommodate the source machine volumes because of limitations
set by the virtualization product. You can add virtual diskhe machine configuration or, in some
cases, delete the proposed disks.

When adding a new virtual disk, along with interface and capacity, you can specify its format.

A Thin format. The disk occupies as much storage space as the data it stores. Bsisteasgtorage
space. To enable thin format, select thiein provisioning(for ESX), ddynamically expanding
disk (for HyperV) check box.

A Thick format.The disk occupies all the provisioned storage space. This improves the virtual
machine performance. To use thick format, clear Ttnén provisioning(for ESX), ddynamically
expanding diskKfor HyperV) check box.

The default setting is thick format ifpdnysical machine was backed up. When recovering from a
virtual machine backup, the software tries to reproduce the format of the original machine's disks. If
this is not possible, thick format is used.

Implementation of Xen machines is based on Microgftial PC and inherits its limitations: up to 3 IDE disks
and 1 processor. SCSI disks are not supported.

Memory

Initial setting: if not contained in the backup, it is the default setting of the virtualization server.

This is the amount of memory allocatemthe new virtual machine. The memory adjustment range
depends on the host hardware, the host operating system and the virtualization product settings. For
example, virtual machines may be allowed to use no more than 30% of memory.

Name

Initial setting: if not contained in the backupNew virtual machine



Enter the name for the new virtual machine. If the backup was created by Agent for VMware or
Agent for Hypet, the software takes the name from the virtual machine configuration contained in
the backup.

Processors

Initial setting: if not contained in the backup or if the backeg setting is not supported by the
virtualization server, it is the default server's setting.

This is the number of processors of the new virtual machine. In most cases, itasset The result

of assignment of more than one processor to the machine is not guaranteed. The number of virtual
processors may be limited by the host CPU configuration, the virtualization product and the guest
operating system. Multiple virtual procears are generally available on mygtiocessor hosts. A
multicore host CPU or hyperthreading may enable multiple virtual processors on amiogéssor

host.

6.3 Recovery to a manually created virtual machine

This section describes tlwenvesion method(p. 117) in which you create a virtual machine yourself
and perform a recovery to it as if it were a physical machine.

6.3.1 Considerations before conversion
Converting a UEFased machine

If the original machine uses Unified Extensible Firmware Interface (UEFI) for booting, consider
creating a virtual machine that is also UbB&s$ed.

If your virtualization product does not support UEFI, you can create alial§#8 machine, provided
that the original machine is running Windows. Acronis Backup adjusts the Windows boot mode to
the BIOS boot firmware and ensures that Windows remains bootable.

For Linux operating systems, changing the boot mode from UEFI to BIOS is not supported. Acronis
Backup an convert a UEfHased machine running Linux only if the target machine is alschiEé&d.
For more details, se&upport for UEHbased machines(p. 31).

Choosing the disk interface

When creating the virtuahachine, you may want its disks to have a different interface than those of
the original machine.

A You may want to change all disk interfaces from IDE to SCSI when migrating a machine to ESX(i),
because SCSI is a default disk interface for ESX(i) andidgs better performance.

A You need to change the system disk interface from SCSI to IDE when migrating a machine to
HyperV, because Hypev does not support booting from SCSI disks.

If the original machine uses a custom boot loader, either recoverybiem disk to a disk with the

same interface, or manually configure the boot loader. The reason is that when the interface of the
system disk changes, the name of the boot device also changes; however, the boot loader still uses
the old name. ConfiguringfBJB is normally not needed because Acronis Backup does this
automatically.



6.3.2 Steps to perform
To perform a recovery to a manually created virtual machine

1. [Optional] When recovering Windowgtepare Windows driverthat correspond to the target
virtualization platform.

For machines running Linux, the necessary drivers are normally already present in the operating
system.

2. Create a bootable medi@. 150) by using Acronis Bootable Media Builder.
3./ NBIFGS | @GANIdz-rtf YIOKAYS o0& dzaAy3 @&2dz2NJ JA NI dzl f
4. Boot the virtual machine from the bootable media.
5. [When recovering Windows] If you need dynamic volumes, create a volume group byhesing
disk management functionality
6. SelectActions>Recover

7. [When recovering Linux] If you need logical volumes, &gy RAID/LVMThe LVM structure
will be automatically recreatedp. 27) during the recovey.

8. Configure other recovery settings and perform a recovery in the same way as onto a physical
machine.

The most recent operating systems remain bootable when recovered to dissimilar hardware, or the
VMware or HypeiV platforms. If a recovered operatingstem does not boot, use the Acronis
Universal Restore tool to update the drivers and modules that are critical for the operating system
startup. For details, see the Acronis Universal Restore palggpat/\www.acronis.com/aur/.



7 Storing the backed up data

7.1 Vaults

A vault is a location for storing backup archives. For ease of use and administration, a vault is
associated with the archives' metadata. Referring to this metadata makdéadioand convenient
operations with archives and backups stored in the vault.

A vault can be organized on a local or networked drive or detachable media.

There are no settings for limiting a vault size or number of backups in a vault. You can limit the size of
each archive using cleanup, but the total size of archives stored in the vault is limited by the storage
size only.

Why create vaults?

We recommendhat you create a vault in each destination where you are going to store backup
archives. This will ease your work as follows.

Quick access to the vault

You will not have to remember paths to the folders where the archives are stored. When creating a
backupplan or a task that requires selection of an archive or an archive destination place, the list of
vaults will be available for quick access without drilling down through the folders tree.

Easy archive management

A vault is available for access from tlavigation pane. Having selected the vault, you can browse
the archives stored there and perform the following archive management operations:

A Get a list of backups included in each archive

A Recover data from a backup

Examine backup content

Validate all archvies in the vault or individual archives or backups

Mount a volume backup to copy files from the backup to a physical disk

Safely delete archives and backups from the archives.

> > > > >

Creating vaults is highly recommended but is not obligatory. You may choose uss# the shortcuts
and always specify the location path.

Creating a vault results in adding the vault name toVagiltssection of theNavigationpane.

'Vaults' view

B Vaults(on the navigation pane)top item of the vaults tree. Click this item to display personal
vaults. To perform actions on any vault, use the toolbar that is located at the top dahksview.
See theActions on personal vaul{p. 129) section.

£ Personal vaultsThese vaults are available when the console is connected to a managed
machine. Click any vault in the vaults tree to opendbtailed view of this vaulfp. 128) and to
take actions orarchives(p. 147) andbackupgp. 147) stored in there.



7.1.1  Working with vaults

This section briefly describes the main GUI elements of the selected vault, and suggests ways to work
with them.

Examining information on a vault

Information about the selected vault is located at the top pane of the selected vault. Using the
stacked bar, you can estimate the vault's load. The vault's load is the proportion of the vault's free
space and occupied spad-ree space is a space on the storage device where the vault is located. For
example, if the vault is located on a hard disk, the vault free space is the free space of the respective
volume. Occupied space is the total size of backup archives and te&idata, if it is located in the

vault.

You can obtain the total number of archives and backups stored in the vault and full path to the
vault.

Browsing the vault contents and data selection

You can browse the vault content and select data to recover ingubke Data viewtab, or the
Archive viewtab.

Data view

TheData viewtab lets you browse and select the backepl data by versions (backup date and time).
TheData viewtab shares the same searching and cataloging functionality witllalte catalodp.

98).

Archive view

TheArchive viewtab displays the backedp data by archives. Use tigchive viewto perform
operations with archives and backups stored in the vault. For more information about these
operations, seelte following sections:

A Operations with archives stored in a vafgt 147).
A Operations with backup@. 147).
A Sorting, filtering and configuring table iter(s 16).

What does the! i icon mean?

When browsing archives on thigchive viewtab, you may encounter a backup with tfili icon.
This icon means that the backup is marked for deletion but cannot be deleted immediately because
other backups depend on it and consolidation is either not possible or disabled by retention rules.

You cannot perform any operation on backups marl@ditletion. They disappear from tigchive
view after they are physically deleted. This happens when all of the dependent backups are also
deleted, or at next cleanup after you enable consolidation in the retention rules.

7.1.2 Personal vaults

Avault is called personal if it was created using direct connection of the console to a managed
machine. Personal vaults are specific for each managed machine. Personal vaults are visible to any
user that can log on to the system. A user's right to bactouppersonal vault is defined by the

user's permission for the folder or device where the vault is located.

A personal vault can be organized on a network share, FTP server, detachable or removable media,
Acronis Cloud Storage, or on a hard drive logahe machine. Acronis Secure Zone is considered as a



personal vault available to all users that can log on the system. Personal vaults are created
automatically when backing up any of the above locations.

Personal vaults can be used by local backup plafscal tasks.

Sharing a personal vault

Multiple machines can refer to the same physical location; for example, to the same shared folder.
However, each of the machines has its own shortcut intheltstree. Users that back up to a

shared folder can see and manage each other's archives according to their access permissions for
that folder. To ease archive identification, tRersonal vaulview has theOwnercolumn that

displays the owner of each archkivTo find out more about the owner concept $8e/ners and
credentialg(p. 21).

Metadata

The.metafolder is created during backup in every personal vault. foilder contains additional
information about archives and backups stored in the vault, such as archive owners or the machine
name. If you accidentally delete the .meta folder, it will be automatically recreated next time you
access the vault. But some infioation, like owner names and machine names, may be lost.

7.1.2.1  Actions on personal vaults

To access actions on personal vaults, dlialglts>Personalin the Navigationpane.

All the operations described here are performed by clicking the cporeding buttons on the vaults
toolbar. These operations can be also accessed fronfvthalt name] actiondtem of the main
menu.

The following is a guideline for you to perform operations with personal vaults.
To Do
Create a personal vau Click £ Create

The procedure of creating personal vaults is describedkjoth in theCreating a
personal vaul{p. 130) section.

Edit a vault 1. Select the vault.

2. Click # Edit

TheEdit personal vaulpage lets you edit the vault's name and information in thi
Commentsfield.

Change user account | Click & Change user

for accessing a vault ) ] ] ] ] ]
In the appearing dialog box, provide the credentials required for accessing the

Create Acronis Secure Click ™ CreateAcronisSecure Zone

Zone
The procedure of creating the Acronis Secure Zone is descrifpipth in the
Creating Acronis Secure Zofpe 131) section
EXplOI‘e a Vault'S Click I:::I Exp|0re
content ] ] _
In the appearing Explorer window, examine the selected vault's content.
Validate a vault Click ¥ validate

You will be taken to th&¥alidation(p. 136) page, where this vault is already
pre-selected as a source. The vault validation checks all the archives stored in



To Do
vault.

Delete a vault Click # Delete

The deleting operation actually removes only a shortcut to the folder from the
Vaultsview. The folder itself remains untouched. You have the option to keep ¢
delete archives contained in the folder.

Refresh vaultable Click $ Refresh

information i o )
While you are reviewing the vault content, archives can be added to the vault,

deletedor modified. CliclRefreshto update the vault information with the most
recent changes.

Creating a personal vault

To create a personal vault

1. IntheNamefield, type a name for the vault being created.

2. [Optional] In theCommentsfield, add a description of the vault.

3. ClickPathand specify a path to the folder that will be used as the vault. A personal vault can be
organized on a network share, FTP server, detachable media, Acronis Cloud Storagehandon a
drive local to the machine.

4. ClickOK As a result, the created vault appears in Bersonalgroup of the vaults tree.

Merging and moving personal vaults

What if | need to move the existing vault from one place to another?

Proceed asdllows

1. Make sure that none of the backup plans uses the existing vault while moving files, or disable the

given plans. Se&ctions on backup plans and tagks159).

2. Move the vault folder with all its content to a new place manually by means of afthinty file
manager.

3. Create a new vault.
4. Edit the backup plans and tasks: redirect their destination to the new vault.
5. Delete the old vault.

How can | merge two vaults?

Sippose you have two vaultsandBin use. Both vaults are used by backup plans. You decide to
leave only vaulB, moving all the archives from vaultthere.

To do this, proceed as follows

1. Make sure that none of the backup plans usaslvAwhile merging, or disable the given plans.
SeeActions on backup plans and tagks159).

Move the content of vaulAfolder to vaultB manually by means of a thiplarty file manager.
Edit the backup plans that use vagltredirect their destination to vaul.

In the vaults tree, select vaulito check whether the archives are displayed. If not, ¢hekresh
Delete vaultA.

a s wn



7.2 Acronis Secure Zone

Acronis Secure Zonedssecure partition that enables keeping backup archives on a managed
machine disk space and therefore recovery of a disk to the same disk where the backup resides.

Should the disk experience a physical failure, the zone and the archives located theeelost

That's why Acronis Secure Zone should not be the only location where a backup is stored. In
enterprise environments, Acronis Secure Zone can be thought of as an intermediate location used for
backup when an ordinary location is temporarily unafai or connected through a slow or busy
channel.

Advantages
Acronis Secure Zone:

A Enables recovery of a disk to the same disk where the disk's backup resides.

A Offers a coseffective and handy method for protecting data from software malfunction, virus
attack, operator error.

A Since it is internal archive storage, it eliminates the need for a separate media or network
connection to back up or recover the data. This is especially useful for mobile users.

A Can serve as a primary destination when usaplication of backup$p. 70).

Limitations
A Acronis Secure Zone cannot be organized on a dynamic disk.

7.2.1 Creating Acronis Secure Zone
You can create Acronis Secure Zone while the operating system is running or using bootable media.
To create Acronis Secure Zone, perform the following steps.

Location and size
Disk(p. 131

Choose a hard disk (if several) on which to create the zone. Acronis Secure Zone is created
using unallocated space, if available, or at the expense of the volume's free space.

Size(p. 132

Specify the exact size of the zohoving or resizing of locked volumes, such as the volume
containing the currently active operating system, requires a reboot.

Security
Passwordp. 132
[Optional] Protect the Acronis Secure Zone from unauthorizegss with a password. The
prompt for the password appear at any operation relating to the zone.

After you configure the required settings, click OK. InRlesult confirmatior{p. 132) window,
review the expecteddyout and click OK to start creating the zone.

7.2.1.1 Acronis Secure Zone Disk

The Acronis Secure Zone can be located on any fixed hard drive. Acronis Secure Zone is always
created at the end of the hard disk. A machine baxe only one Acronis Secure Zone. Acronis
Secure Zone is created using unallocated space, if available, or at the expense of the volumes' free
space.



















































































































































































































































